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Abstract- On the Internet all the bottlenecked links of a source 
to destination path contribute to the aggregate congestion signal 
that controls the source rate. We introduce an architecture, 
MaxNet, in which only one link, the most severely bottlenecked 
link on the end-to-end path, controls the source rate. We prove 
that MaxNet results in MaxMin fairness for sources with  
general homogenous utility functions and the current 
architecture may not. MaxNet is distributed and requires no 
global information or per-flow state in the link. 
 

1. INTRODUCTION 
This paper introduces the MaxNet congestion control 

architecture and proves that MaxNet achieves MaxMin fair 
rate allocation for a network of sources with homogenous 
demand functions. Previous work has only proven MaxMin 
fairness for a specific utility function [5] or through the 
appropriate choice of utility functions [2] which implies use 
of global information. MaxNet achieves MaxMin fairness 
with a range of utility functions and requires no global 
information. Unlike some work in MaxMin allocation 
strategies e.g., [6], MaxNet requires no per flow state 
information in the link. 

Congestion control has been widely analysed using macro-
economic and control systems theory [2][3][4][5]. In general, 
source and link processes are described by:  

 
Source i: ri(t+1) = Di(Si(t))   (1) 
Link l: dl(t+1) = G(yl(t),dl(t))  (2) 

 
where ri(t) is the rate of source i at time t, Si(t) is the 
network’s congestion signal communicated to source i, 
effectively a price per byte, dl(t) is the congestion signal link 
l generates, and yl(t) is the aggregate traffic arriving at link l.  

The sources transmit at a rate determined by their demand 
function, Di(Si(t)) based on the congestion feedback Si(t). 
Each demand function Di is associated with a utility function 
Ui, as Di is the inverse of the marginal utility function 

1' −= ii UD . The links set the congestion price dl(t), by 
evaluating the link congestion algorithm G(yl(t),dl(t)) to 
control demand. The congestion signal communicated to the 
source i, Si(t) is calculated using the congestion prices dl(t) of 
each link on the end-to-end communication path of the 
source. On the current Internet, as shown below, and in a 
number of proposals [3] [4] [5], this aggregate congestion 
price is a sum of the congestion prices of each of the links on 
the end-to-end path: 
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Fig. 1 shows the system for one source. We will use the 

term SumNet to refer to networks that use the sum, or 
approximately the sum, of link prices as the feedback signal. 

The current Internet is a SumNet because of the way 
congestion information is signalled. To communicate the link 
price dl(t), each link l generates congestion notification 
(packet dropping or ECN marking) randomly at a mean rate 
ml(t) at time t. In the current Internet the notification rate is 
effectively the link price dl(t) = ml(t).  Let M(t) be the rate of  
congestion notification received by a source of a given end-
to-end path with N bottleneck links. 
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Assuming each bottleneck link produces congestion 
notifications independently, we obtain:  
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Assuming ml(t) << 1, we obtain approximately:  
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In Section 2 we show that SumNet networks do not 
achieve MaxMin fairness for all source demand functions 
and in Section 3 we introduce MaxNet that, as shown in 
Section 4, leads to MaxMin fairness for homogenous sources 
with an arbitrary well behaved demand function. 

 
2. SUMNET MAXMIN FAILURE 

In this section an example of a SumNet network in which 
global MaxMin fairness is not achieved is presented. 
Consider a two-node network as in Fig. 2. All three sources 
have the same demand function, and their process (1) is:  
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where rmax is a constant that sets the maximum transmission 
rate and here rmax=15, and k bounds the feedback gain, and 
here k = 0.008. Each link l has the same, well studied [2][3], 
G(yl(t),dl(t)) process: 

))(()()1( tyCtdtd lllll −+=+ α         (4) 
where αi determines the convergence rate and stability and Cl 
is the target link capacity.  From (3) and (4), the steady state 
solution for the network can be obtained by solving: 
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The solution  for the case where for all i, ri>0 is: Source 1 

= 1.88 Mbps, Source 2 = 0.11 Mbps and Source 3= 0.88 
Mbps. Clearly, a MaxMin allocation is not achieved. 
Because Source 2 traverses two of the links, its congestion 
price is the sum of the prices of Links 1 and 2, and its rate 
must be less than that of Source 3, which only traverses Link 
2. A MaxMin allocation would require that Link 2 be shared 
equally by Source 2 and 3.  The MaxMin allocation for this 
network is: Source 1 = 1.5 Mbps, Source 2 = 0.5 Mbps, and 
Source 3= 0.5 Mbps. 

 
 
 
 
 
 
 
 
 
 
 
Figure 2. Global Max-Min not achieved for SumNet 
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Note that, as mentioned in the introduction, under a suitable 
choice of utility functions, SumNets can achieve MaxMin 
fairness.  
 

3.  MAXNET ARCHITECTURE 
The MaxNet architecture uses the maximum price of all 

the link prices on the end-to-end path as the feedback signal 
to the source. To achieve this, the packet format must include 
bits to communicate the complete congestion price. Each link 
replaces the current congestion price in the packet if the 
link’s congestion price is greater than the one in the packet. 
In this way, the maximum congestion price on the path is 
communicated to the destination, which relays the 
information to the source in acknowledgement packets. Fig. 
3 presents the control loop of  MaxNet: 
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The only requirement on the link congestion algorithm 
G(yl(t),dl(t)) is that the congestion price converges towards a 
steady state price at the point when the aggregate packet 
arrival rate, yl(t), is equal to the link target capacity Cl. The 
most simple form of such a process is the integrator (4), 
which has been studied in [3] and [4].  

 
4. MAXNET MAXMIN 

We now show that the flow rates of MaxNet in the steady 
state are MaxMin fair for sources with the same demand 

function. The Internet supports our assumption of 
homogenous sources since the bulk of the traffic is generated 
by a single very popular protocol, namely TCP. Stability 
analysis is not in the scope of this paper. 

The MaxMin fairness criterion is that the minimum rates 
through the network should be maximized whilst remaining 
feasible. A formal optimality condition for MaxMin is stated 
in [1] as follows. 

A feasible rate vector r is an optimal solution to the 
MaxMin problem iff for every feasible rate vector r with ri > 
ri, for some source i, then there exists a source k such that 
rk ≤ ri and rk > rk. Put simply, a rate vector is MaxMin if it is 
feasible and no flow can be increased while maintaining 
feasibility without decreasing a smaller or equal flow.   

Assume all sources share the same demand function ri = 
D(Si), where ri is the transmission rate of source i and Si is 
the network congestion price seen by this source. The 
function D(Si) for Si ≥ 0 is assumed to be continuous, 
positive and decreasing. 

Let array X contain all the source flow rates through the 
network arranged into subsets which contain flows of equal 
rates. Within the subset y of X, elements (flow rates) are 
denoted xya, xyb, … The subsets are ordered as follows: 
 
 X = {(x0a, x0b, …), (x1a, x1b, ...), … (xNa, xNb, … )} 

x0a=x0b=…  <  x1a=x1b=... <  xNa=xNb=…  .   (5) 
  

Let Xz be the vector (xza, xzb, …). Also let xz be the rate xz = 
xza = xzb = … . Let array P contain the congestion prices that 
correspond to each source. Each element in array P 
corresponds to an element in array X such that )( yzyz pDx = or 
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Let pz be the value pz=pza=pzb,… . Given (5) and the 
assumptions regarding D(Si), the lowest rate in the network 
experiences the highest price, and the prices are ordered in 
reverse order to rates: 

p0a=p0b … > p1a=p1b=… > pNa=pNb=… 
p0 > p1 > pN .   (6) 

Each link of MaxNet marks the packet with its own price if 
it is greater than the price already marked in the packet, 
therefore each flow rate is controlled only by the maximum 
price of all prices encountered on the end-to-end path. Let Ll 
be the set of flows through the link l, Tf be the set of the links 
that flow f traverses and let Nl be the number of flows 
controlled by link l, i.e., flows whose maximum price (path 
price) is equal to the price at link l. Then the price control 
law for link l with price dl, from (4), is: 
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Note that for every bottlenecked link l with price dl there is 
one element with value dl in array P for each flow controlled 
by link l. 

The network must have at least one link corresponding to 
the maximum price p0. Let Wz be the set of links with price 
pz. All the flows through link(s) in W0 will be marked with 
the congestion price p0 because it is the maximal in the 
network. Given that the link price algorithm in (7) is 
employed at every link, the actual capacity allocated to the 
flows of rate x0 in steady state is: 
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Notice that the flows of rate x0 share their bottleneck links 

equally. If we apply the MaxMin condition only to this set of 
minimum rate flows (the elements of the vector X0), we see 
that they are MaxMin fair, since they are feasible and no rate 
can be increased without decreasing another rate within the 
flow represented by the vector X0. We now extend this 
argument to include flows with price p1. 

The W1 set of links are the links with the second highest 
congestion prices p1, p0 > p1 > pn  n ≠ 0,1. All flows through 
link(s) W1 are either already controlled by nodes with price 
p0, p0 > p1, or are controlled by the W1 links, since they have 
the next highest congestion price in the network. Let apl be 
the number of flows traversing link l that are controlled by a 
link with path price pp. Then the price control law for links 
with price p1 is: 
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and in steady state: 
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Note that the allocation of rates to flows passing this link is 
MaxMin fair. The minimum flows through this link i.e., 
those with a congestion price p0, are not controlled nor 
bottlenecked at this link, and we have already shown that 
their rates are maximized. All other flows receive an equal 
share of the remaining bandwidth by (8), which is also a 
MaxMin fair allocation.  We now extend the set of flows to 
include all the flows in the network to show global MaxMin 
fairness by induction. 

Let us assume that capacity allocation to flows with prices 
pk-1, pk-2 … p0  is MaxMin fair, then we show that capacity 
allocation to flows with price pk is also MaxMin fair. In 
general, links with price pk will have a set of flows traversing 
them which are controlled by other links whose prices are 
higher, pk-1, pk-2 … p0, and a set of flows which are controlled 
by them with the price pk. The reasoning which produced (8) 

can be generalising so that any link l with price pk will set pk 
according to: 
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  (9) 
Notice that (9) allocates capacity so that flows with smaller 

rates than those controlled by pk, pk < pr k > r, are not 
bottlenecked at the Wk link(s). We have assumed these flows 
already have MaxMin allocation at other links. The 
remaining capacity is allocated equally to the flows which 
are bottlenecked at the Dk link(s), thus satisfying the MaxMin 
condition for such flows. Therefore the MaxMin condition is 
satisfied by all flows traversing the Wk link(s).  Because we 
have shown that the p0 and the pk allocation is MaxMin fair, 
by induction, all allocations are MaxMin fair and global 
fairness is achieved.  

The reader is reminded that this proof is for steady state. 
To study stability and transient effects, we have simulated 
MaxNet and from initial results we observe that despite 
propagation delays and realistic transient effects, the source 
rates converge to MaxMin allocation. For brevity, we do not 
report these simulation results in this paper. 

 
5. CONCLUSION 

We have shown that a SumNet does not achieve MaxMin 
fairness for all choices of source utility functions and 
proposed an alternative which is MaxMin fair in steady state 
for a wide range of utility functions. Dynamic behaviour 
such as stability is for future study. 
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