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Abstract

Based on the work of Kelly et al. and Low and Lapsley, a price-based flow control

(PFC) framework is defined and explained. This framework can be used to analyze

and develop distributed flow control algorithms for packet-switched data networks

under the premise that as much control as possible should be exercised by the end

nodes.

Important resource allocation goals are described and compared, notably so-

cial welfare maximization (SWM) and weighted max-min fairness (WMMF) both

of which consider individual demand functions of different users and are therefore

suitable for the heterogeneous requirements found in modern telecommunication

networks.

A detailed analysis of WMMF is performed. Using the price as the primary

control variable, many existing characterizations of the widely researched max-

min fairness concept are generalized to the case of weighted max-min fairness.

Furthermore a new formulation of a concise WMMF optimization problem is

given. This newly formulated WMMF optimization problem is approached using

Lagrange optimization methods from nonlinear programming, in an analogous

way to Low’s approach of the SWM optimization problem. The necessary con-

dition of the WMMF optimization problem gives a theoretical foundation to the

widely used characteristics that (weighted) max-min fairness is achieved in a net-

work where sources take feedback only from the most congested link along their

path.

A practical application of the PFC framework is the idea of charging cus-

tomers congestion prices as determined by a price-based flow control algorithm.

This idea is aligned with existing research on congestion pricing and compared to

other congestion pricing schemes. Important problems are identified and possible

solutions are shown.
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Chapter 1

Introduction

In most data networks, there are circumstances in which sources want to send

larger amounts of data than can be handled.Flow control is a key design issue to

achieve efficient traffic management, which includes preventing network conges-

tion while achieving fair and efficient resource allocations. One important flow

control scheme is TCP, the transmission control protocol of the Internet. With the

Internet now reaching an estimated 10% of the world population [Han03], TCP is

part of what is probably the largest man-made feedback control system ever built.

Through a number of new applications such as Voice over Internet Protocol

(VoIP), Video conferencing and a boom in peer-to-peer file sharing, requirements

for modern communication networks are becoming more and more heteroge-

neous, with widely differing, and constantly evolving, statistical characteristics

and sensitivities to packet loss and delay. This has motivated work on various

mechanisms to support heterogeneous requirements.

Some ideas are proposed to be implemented in the network itself in order to re-

strict the bandwidth of flows and to discriminate between the services that are pro-

vided to different users. For example, one approach called “diffserv” [BBC+98]

requires flows to be classified into predefined service classes, where packets are

then treated by the network accordingly.

Kelly et al. [GK99b] advocate a different approach. Their premise is that if the
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resource implications of their actions can be made known to end-nodes, then the

end-nodes themselves are best placed to determine what should be their demands

upon the resources of the network. They suggest that it might be easier to achieve

an efficient allocation by conveying information on congestion from the network

to intelligent end-nodes instead of communicating requirements of the sources to

the network and letting the network decide.

The central control variable in this approach is theprice. In economics, prices

are the tools that control supply and demand on the market for certain goods.

Indeed, price-based flow control can be modeled as a market process with the goal

to achieve an equilibrium allocation where the demand for the good (“bandwidth”)

equals the fixed supply in form of the link capacity.

As an example, existing TCP can be seen in a new light [Low03]. In TCP,

the sources receive feedback about the congestion status of the network mainly

through packet loss. When defining the average packet loss probability on the

path of the source as the price of the connection, the behavior of the source can be

described as if following ademand functionin the economic sense. The higher the

price, the lower the average bandwidth demand of the source. When new sources

want to use the network, the rising aggregate bandwidth demand leads to a higher

loss probability (price) in the network. Other sources back off and send at a lower

rate and a new equilibrium state is reached.

In this thesis a price-based flow control (PFC) framework is studied. From

a theoretical point of view, where prices do not really need to be charged in the

first place, the PFC framework can be used to compare and classify existing or

new flow control schemes. This applies to a large class of distributed flow control,

including existing variants of TCP. Furthermore, the important question of fair and

efficient resource allocation can be analyzed using this framework. Approaching

resource allocation goals as optimization problems makes use of the theoretical

background of nonlinear programming to gain new insights into these problems.

In addition to these rather theoretical benefits, there is also a very practical
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application of price-based flow control. By changing the price measure from

packet-loss or delay to packet marking or explicit price notification (in existing ac-

knowledgment packets), a low-loss, low-latency Internet is possible, where users

simply use the price information to adjust their bandwidth demand according to

their specific individual needs.

Will users still behave in the same co-operative way as in today’s Internet?

How can we make users behave according to their real needs, assuring that the

network resources are used in an efficient and fair way? One possibility is to

really charge users congestion prices as determined by price-based flow control

algorithms. This idea falls into the field of congestion pricing, a concept of charg-

ing users for network usage in a way that discourages the use of resources during

times of congestion. It is interesting to see the above idea from the congestion-

pricing point of view, compare it to other methods of congestion pricing and out-

line important questions when implementing this approach.

Many of these theoretical and practical aspects of PFC will be discussed in this

thesis. After introducing basic concepts (most importantly the PFC framework)

and specific flow control algorithms, a detailed outline of the thesis is given in the

last section of this introductory chapter. The PFC framework can cover distributed

algorithms in any packet switched connection oriented network, such as for ex-

ample Asynchronous Transfer Mode (ATM), but mainly we have the Internet in

mind.

1.1 Definitions and basic concepts

1.1.1 Framework of Price-based Flow Control

This framework constitutes what will be covered as price-based flow control (PFC)

in this work. Conciseness and relative simplicity are the major advantages of this

model which is motivated by the work of Kelly, Maulloo, Tan and Gibbens [KMT98,
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GK99b], and Low and Lapsley [LL99b, Low03].

Consider a network that consists of a setL = {1, ..., |L|} of unidirectional

links l. The vectorc denotes the capacitycl of all links l ∈ L. The network is

shared by a setS = {1, ..., |S|} of sourcess.

Let R be the|L| × |S| routing matrix:Rls = 1 if sources uses linkl and0

otherwise. Assume that the routing of the flows does not change, so the routing

matrix is fixed.

The pathL(s) ⊆ L is a set of links that sources uses. For each linkl, let

S(l) = {s ∈ S|l ∈ L(s)} be the set of sources that use linkl.

Figure 1.1: Basic framework of price-based network flow control.

Flow Control is performed by a distributed algorithm, that consists of a link

price algorithm in each linkl ∈ L and a source rate algorithm in each source

s ∈ S.

The link price algorithm communicates the congestion status of the link. If a

link is underutilized the link price has to fall, if congestion occurs the link price

has to rise.

Sources receive feedback from the network in the form of a single number

which we call the source priceqs. The scalarqs is a function of all link prices on
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the path of the source

qs = f (pl, l ∈ L(s)) . (1.1)

Functionf is part of the network architecture. Note that in this thesis we only refer

to two different concepts where functionf can either be the sum or the maximum

of the link prices on the path of the source.

The source rate algorithm determines which transmission rate a source chooses

at a certain price. This relationship of bandwidth demand as a function of price

xs = Ds(qs) is named ademand functionin this framework. Demand functions

are strictly decreasing inqs.

The invisible hand

This framework uses the same mechanism found in a market, governed by the

theory of supply and demand. Note our reference to Adam Smith [Smi04] in the

title of this paragraph, who explained the value of a market as an invisible hand,

where each subject acts according to its own interest only, but by pursuing his

own interest he frequently promotes that of society as well. In microeconomic

theory 1, the theory of supply and demand explains how the price and quantity

of goods sold in markets are determined. In general where goods are traded in

a market, prices of goods tend to rise when the quantity demanded exceeds the

quantity supplied at that price, leading to a shortage, and conversely that prices

tend to fall when quantity supplied exceeds the quantity demanded. This causes

the market to approach an equilibrium point at which quantity supplied is equal to

the quantity demanded.

In the PFC framework the equilibrium point is approached in a distributed pro-

cess where the price is updated iteratively until the aggregate user demand meets

1Microeconomic theory tries to give an understanding of the whole economy using a bottom-up

approach, starting with individual markets and agents. In contrast, macroeconomics, as developed

by so-called Keynesian economists, uses a top-down approach where the analysis starts with larger

aggregates [Wik04a].
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bandwidth supply. This is widely called atâtonnement processin flow control

literature (for example [WS02, KMT98], as opposed to a centralized auction al-

gorithm - see Section 3.2.2). However, in order to avoid confusion we will not

use this term and speak of agropingprocess instead. The economist Leon Wal-

ras (1834 - 1910) defined the tâtonnement process in a way that no transactions

take place at disequilibrium prices and instantaneously another list of prices is

announced by the market [Lue95, FU04]. This does not hold for our scheme as

here it is part of the process that sources send at disequilibrium as well. To make

things worse this concept is sometimes defined as anon-t̂atonnementprocess in

economics [NYI00, FU04].

Note that the groping process towards equilibrium allocation takes time. The

transient behavior of networks poses interesting control theoretic questions. A key

problem is how to build the source and link algorithms so that the users’ transmis-

sion rates converge to the equilibrium values in the minimum time. The longer the

network takes to stabilize, the worse its performance is. If the transmission rate

is below capacity during the transient, the network will be underutilized for this

period. If the transmission rate is above the capacity during the transient, backlog

will build up in the link queues and cause packet delay. On the other hand, if the

control reacts too quickly, the network may become unstable, and rates and queue

backlogs will oscillate [WZ02c].

1.1.2 The link price algorithm

The link price reflects the congestion status of the link. It is determined by the

link price algorithm. We now look at several link price algorithms.

In the current Internet, the queues in the network are droptail queues. When

more packets arrive than can be transmitted on the link this leads to congestion,

buffers fill up and when a buffer is full, additional packets get discarded. In the

PFC framework we can interpret the packet dropping probability as link price

and hence the natural behavior of the droptail queue constitutes the link price
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algorithm.

In practice, this approach creates a problem as no price signal is sent unless

the buffers are full. In other words, in order to control the system, buffers need to

be full causing long packet delays. This drawback was considered by Floyd and

van Jacsobson when they proposed Random Early Detection (RED) [FJ93]. In

each link a RED “gateway” detects looming congestion by monitoring the average

queue size. When the average queue size exceeds a certain threshold the gateway

drops or marks each arriving packet with a certain probability, where the exact

probability is a function of the average queue size. Again, the dropping or marking

probability constitutes the link price and RED is the link price algorithm.

RED was one of the first proposed mechanisms for Active Queue Management

(AQM). AQM algorithms generally detect congestion early before the queue over-

flows and provide an indication of this congestion to the end users [RFB01]. Like

its extension SRED [OLW99] (which estimates the number of active connections)

and the above described droptail queue, RED is backlog-based, meaning that con-

gestion is detected based on the queue lengths at the link. Other AQM schemes

detect congestion based on the arrival rates of packets at the link, for example by

using Virtual Queues. These are e.g. Random Early Marking(REM) [ALLY01],

Adaptive Virtual Queue [KS01], a virtual queue-based system by Gibbens and

Kelly [GK99a] and GREEN [WZ02a]. BLUE [FKSS99] uses packet loss and

link idle events, PI [HMTG01] is a combination of backlog-based and rate-based

schemes.

Note that the principal changes from packet dropping to packet marking and

Droptail to AQM lead the way to a low-loss, low-latency Internet. In Section 1.2.1

we will describe in more detail how today’s Internet can be modeled using the

PFC framework. REM is a practical implementation of Low and Lapsley’s link

price algorithm which will be described in Section 1.2.4. Many more link price

algorithms can be thought of and the PFC model constitutes a good framework to

analyze them.
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In any PFC link price algorithm, the link pricepl ≥ 0 must fall if the link is

underutilized and rise if congestion occurs. This behavior is necessary to direct

the supply-demand process in the right direction. As a result, links that are under-

utilized in the equilibrium allocation (depending on the network topology) must

have an equilibrium link price of 0.

1.1.3 Price communication and aggregation

In the distributed PFC scheme the price is the primary control variable. There are

several possibilities how the link prices can be communicated from the network to

the sources. This regards the “signal” which contains the price information on the

one hand as well as the function defining how the scalar (i.e. aggregate) source

priceqs is calculated from the link pricespl.

Price communication

From all conceivable ways that the price can be communicated, we now look at

four important concepts:

• packet loss

• packet marking (ECN)

• queuing delay

• explicit price-notification.

As described above, the most common way congestion signals are communi-

cated on today’s Internet is by dropping packets. The destination host detects this

and communicates the loss of the packets back to the source host using acknowl-

edgment packets. Therefore, for the source, the strength of the congestion control

feedback signal, or price, is simply the rate of lost packets [WZ02b].
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Combined with Active Queue Management (AQM) algorithms there is a pos-

sibility for avoiding unnecessary packet loss by marking packets instead of drop-

ping them, while communicating the presence of congestion. This can be done

using the Explicit Congestion Notification (ECN) [RFB01] scheme which is cur-

rently deployed on Internet routers. A two-bit ECN field in the packet header

describes whether a packet uses ECN or not and whether congestion was expe-

rienced or not. Note the interesting work of [SWE03, RFB01] on how a source

can recognize that a receiver falsely has set the ECN field in the IP header to “no

congestion experienced”. The receiver might do that in order to make the source

increase the flow rate despite congestion occuring2.

Another metric for congestion is queuing delay which is proposed as a con-

gestion measure in TCP Vegas [BP95], early approaches of [Jai89],[WC92] and

in the recently proposed FAST TCP [JWL04]. One big advantage of using queu-

ing delay is that it can be more easily estimated than loss probability because loss

samples provide coarser information than queuing delay samples. Indeed, each

packet loss event provides one bit of information, whereas each measurement of

queuing delay provides multi-bit information [JWL04].

In explicit price-notification the prices are encoded in acknowledgment pack-

ets as a digital number. Note that in contrast to the first three concepts this idea is

not in an advanced stage of deployment in today’s Internet. However it is neces-

sary for the proposed MaxNet algorithm [WZ02b] and possible other algorithms

2This can be anticipated by using the fact that the ECN field in the IP header consists of 2

bits. The source sets these two bits to 00 in packets that do not use ECN, and either 01 or 10 in

packets that are ECN-capable. For packets using ECN, a router sets both bits to 11 if congestion

occurs. In case of congestion a receiver cannot know whether the ECN field was originally set to

01 or 10 and would have to guess, to which value setting it. The source can find out whether the

sink is manipulating the values of the ECN fields with high probability, by keeping track of the

values of outgoing packets and comparing them to the values in supposedly unmarked incoming

acknowledgment packets [RFB01]. In [SWE03] this mechanism is extended (using a third bit

in the packet header), as with cumulative acknowledgments not every packet is acknowledged

individually.
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that want to overcome the obstacle that the exact price is either hard to estimate

from packet losses and ECN or noisy when using queuing delay [MSL04]. Ex-

plicit price notification was also used in the experiments of [LL99b]. Note that

in a practical implementation explicit price communication may also suffer from

the inherent error of finite information transmission, i.e. that the packets which

convey the price information contain finitely many bits.

Source price aggregation

Referring to the functionqs = f (pl, l ∈ L(s)) in equation (1.1), within this work

we consider two possible network structures for how source prices are aggregated

from link prices. Source prices can be:

• the sum of the link prices on the path of the source:

qs =
∑

l∈L(s)

pl. (1.2)

• the maximum of the link prices on the path of the source:

qs = max
l∈L(s)

pl. (1.3)

Within this thesis we call systems behaving according to (1.2) asumnet, and

any network adhering to (1.3) amaxnet. This nomenclature is inspired by the

MaxNet algorithm [WZ02b](see Section 1.2.5).

For the communication of prices via packet loss and packet marking the ag-

gregate loss/marking probability can be calculated as

qs = 1−
∏

l∈L(s)

(1− pl),

assuming that loss probabilities at each link are independent. For smallpl theqs

is approximately the sum of the link prices [Low03].

Note that the price communication through queuing delay necessarily leads

to a sumnet as the overall queuing delay is the sum of the delays at each link.
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So, all practical ways of price communication in today’s Internet are limited to

a sumnet and explicit price communication is necessary for a practical maxnet

implementation.

1.1.4 Utility functions

Utility functions are a major concept in economics, explaining different prefer-

ences of different individuals for a good. In the context of flow control this inter-

esting idea proves helpful when defining criteria to share network resources in a

way that considers individual requirements of different (human) users or applica-

tions. In the next section it will be shown how demand functions, the source rate

algorithm in the PFC framework, can be derived directly from the utility function.

Definition 1 A utility functionUs : <+ → < maps the use of a resource amount

by a customer to a satisfaction level.

In the PFC framework, the shared resource is the capacityc of the network

which sourcess use by transmitting at a ratexs on a pathl ∈ L(s).

We assumeUs(xs) to be differentiable, strictly concave and increasing in

xs [LL99b] which connotes that the marginal utility per unit bandwidth is strictly

decreasing inxs.

Figure 1.2 shows two examples for different utility functions in communi-

cations. Possible utility functions are described for an uncompressed “voice over

internet protocol”(VoIP) applicationUV oIP (xs) and a file transfer FTP application

UFTP (xs) [WZ02c].

For uncompressed voice, acceptable quality requires a transmission rate of

about 64 kbit/sec. It is possible to cope with a little less quality than this, but as

the graph ofUV oIP shows, the utility of transmitting voice at less then 64 kbit/sec

reduces sharply as the transmission rate is decreased. Also the quality of voice

does not increase much if the transmission rate is increased beyond 64 kbit/sec,

indicating there is little utility to be gained by transmitting faster than this value.
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Figure 1.2: Example utility functions.

With the FTP application, naturally the user is more satisfied the faster the file

is transferred, so the utility function shows how the utility increases as the trans-

mission rate is increased. However, note that the user will be significantly more

pleased if the file is transferred within a few seconds, rather than a few minutes or

hours, but he may not even notice if the file is transferred in milliseconds rather

than seconds. This explains the concave increasing shape ofUFTP .

The concept of utility functions can be applied in a pure sense that users as

human beings follow their own personal utility function, dependent on their actual

needs.

However, in the PFC framework, utility functions can also be determined by

means of technical design criteria. Then they can be defined differently for cer-

tain applications (as above) or restricted in some way in order to achieve certain

fairness criteria (see Chapter 2).

1.1.5 Demand functions: the source rate algorithm

Each user’s demand functionDs(qs) can be derived directly from the utility func-

tion Us(xs). The source wants to maximize its net benefit which is defined as the

utility (satisfaction level) from the use of resource amountxs minus the cost of
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the purchase. Hence each source can determine its bandwidth demand by solving

the optimization problem

max
xs

Us(xs)− qsxs. (1.4)

Taking the first derivative and setting it to 0 gives the necessary condition for

this optimization problem

U ′s(xs) = qs. (1.5)

A source will hence increase its ratexs until an additional amount of resource

gives it an additional marginal utility equal to the price.

For a more intuitive explanation imagine two sources sharing a single link.

An optimal allocation is where the link is fully utilized and the marginal utility of

both users is equal, as otherwise the user with the higher marginal utility should

take some bandwidth from the user with the lower marginal utility. The price is

the control variable that co-ordinates the action between users.

Equation (1.5) then gives the user’s demand function

xs = Ds(qs) = (U ′s)
−1(qs) (1.6)

For the assumed differentiable, strictly concave and increasing utility func-

tion the demand function is continuous, positive and strictly decreasing to 0. For

technical reasons, we also require∑
s∈S(l)

Ds(0) > cl, ∀l ∈ L. (1.7)

In this thesis demand functions are used as source rate algorithms. As demand

functions can be derived from utility functions and vice versa, the above descrip-

tion for the use of utility functions also holds: demand functions can either mirror

the personal needs of a human user or be determined by means of technical design

criteria.
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1.1.6 Feasibility

A natural condition for a rate allocation is feasibility in the sense that for all

sourcess sharing any link in the network, the sum of the source rates must not

exceed the link capacity.

Definition 2 A rate vectorx is called feasible if∑
s∈S(l)

xs ≤ cl, ∀l ∈ L. (1.8)

For the given routing matrixR, the above definition then can also be written

in vector notation

Rx ≤ c and x ≥ 0.

In the PFC framework feasibility can be defined in terms of prices as well,

using the fact that through the demand functions transmission ratexs and priceqs

of a sources are linked one to one. In vector notation we writex = D(q) as a

shorthand forxs = Ds(qs) for all s.

Definition 3 A price vectorq is called feasible if and only if it leads to a feasible

rate vectorx = D(q), with∑
s∈S(l)

Ds(qs) ≤ cl, ∀l ∈ L. (1.9)

1.1.7 Social Welfare Maximization

When introducing utility functions it was mentioned that these can play an impor-

tant role when defining criteria to share network resources in a way that considers

individual requirements of different users or applications.

The allocation goalsocial welfare maximization(SWM), originating in eco-

nomics, uses utility functions directly. It aims to share resources in a way that the
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sum of all users’ utilities are maximized. This is expressed by the optimization

problem

max
x

∑
s∈S

Us(xs) (1.10)

subject to (1.8).

For telecommunication networks, social welfare maximization was advocated

by MacKie-Mason and Varian [MMV95a] in the context of charging for con-

gestible network resources and Kelly et al. [KMT98] in the context of flow con-

trol. Low and Lapsley [LL99b] as well as Kelly et al. [KMT98] approach the

optimization problem (1.10) using Lagrange optimization (see Section 2.3). They

show that social welfare maximization is achieved in a sumnet when all users

follow their demand function (Definition 1.6).

Note that this approach exclusively considers optimizing aggregate utilities of

all users. It does not consider treatment of single users. This is one motivation for

fairness.

1.1.8 Max-Min Fairness

One hypothetical way to define fairness for a rate allocation scheme would be to

require that each user should obtain strictly the same transmission rate. However,

in a network where some links are traversed by more sources than other links this

would lead to a waste of network capacity: the uniform rate would have to be

small enough to prevent congestion in the highly traversed links hence leading to

an underutilization of the less traversed links. Instead, one should first allocate

the same transmission rate to all users, and then share the remaining network

bandwidth to fully utilize the network. This idea leads to a form of fairness called

max-min fairness(MMF) which is defined as follows.

Definition 4 A feasible rate allocationx is max-min fair, when it is impossible to

increase the ratexs of a sources without losing feasibility or reducing the rate
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xs′ of another sources′ where alreadyxs′ ≤ xs.

Max-min fairness is considered the classical sharing principle in the domain

of data networks [MR02]. It was first introduced in the form of bottleneck flow

control independently by Jaffe [Jaf81] and Hayden [Hay81]; the term max-min

fairness was introduced in “Data Networks” by Bertsekas and Gallager [BG92].

Since then MMF has become a dominating rate allocation goal in flow control

research, e.g. [GB84, Hah91, ACA97, HTP97, LdV98, TK99, AK01, CK03].

When users or applications have different service requirements, then the net-

work may not want to share bandwidth equally. In a first step, each flows can have

a scalar weightws, and the network assigns flows the aggregate rate which would

be allocated to a number ofws flows [HTP97, CK03, MR02]. This fixed-weight

max-min fairness3 is useful in the sense that it reflects that the bandwidth require-

ment of some source (application) might be for example 18.5 times the bandwidth

requirement of some other source. However it does not cover different shapes of

utility and demand functions for various applications. This is the motivation to

introduce weighted max-min fairness (WMMF) in the following section.

1.1.9 Weighted Max-Min Fairness

In this section we introduce a generalization of max-min fairness which considers

individual utility/demand functions of different users. As the price is the root of

the PFC allocation mechanism, this generalization is best introduced in terms of

prices. One expects that a system will turn out fair as long as it gives fair price-

incentives to the users.

Definition 5 A price vectorq is min-max fair when it is feasible [satisfies (1.9)]

and it is not possible to reduce any priceqs, s ∈ S without losing feasibility or

3As the original term for this concept is weighted max-min fairness [HTP97, CK03], we

introduce this new term in order to set it apart from the more general notion of weighted max-min

fairness which the next section focuses on.
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increasing another priceqs′ ≥ qs, s
′ ∈ S.

Note that for the assumed continuous, strictly decreasing demand functions

Ds, rates and prices of a sources are linked one-to-one, whereqs < (qs)
′ ⇔

xs > (xs)
′. With qs = D−1

s (xs) min-max price fairness is equivalent to weighted

max-min fairness according to the following definition by [Mar03] and we will

use both terms interchangeably.

Definition 6 An allocationx = (xs, s ∈ S) is weighted max-min fair when it is

feasible (1.8) and it is not possible to increase any ratexs, s ∈ S without losing

feasibility or decreasing another ratexs′ , s
′ ∈ S withD−1

s′ (xs′) ≥ D−1
s (xs).

Note that this reduces to simple max-min fairness whenDs = Ds′ for all s, s′.

Furthermore the above introduce fixed-weight max-min fairness is achieved when

each user’s demand function is of the formDs(qs) = wsD̃(qs) where the function

D̃ has to be identical for all sources.

Weighted max-min fairness is achieved in a maxnet when all users follow their

individual demand/utility functions.

1.1.10 Proportional Fairness

The dominance of max-min fairness as a bandwidth sharing objective has been

questioned by Kelly who introduces the notion of proportional fairness [Kel97].

Definition 7 A vector of ratesx∗ is proportionally fair if it is feasible according to

Definition 1.8 and if for any other feasible vectorx, the aggregate of proportional

change is non-positive. ∑
s∈S

ws
xs − x∗s
x∗s

≤ 0.

The philosophy of proportional fairness is in between the approach of social

welfare maximization where only the sum of the users’ utilities count and the

concept of max-min fairness where the priority is on protecting the users that are
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worst off. So in proportional fairness the outcome of a possible change of an

allocation is judged by the sum of all rate changes. But as the rate changes are set

in proportion to the original rates it also reflects the size of the original flows. A

change(xs − x∗s) for a small flow will have a higher weight within the sum than

the same change for a bigger flow.

It is pointed out by [KMT98] that a proportional rate vector is also the Nash

bargaining solution, and, as such, has been advocated in the context of telecom-

munications by Mazumdar et al. [MMD91].

Kelly et al. [KMT98] show the important result that proportional fairness is

achieved within a system of social welfare maximization if all users have utility

functions of the form

Us(xs) = ws log xs. (1.11)

The corresponding demand function

Ds(qs) =
ws

qs

describes a behavior where users chooses a fixed amountws to pay per unit time

and therefore has to adapt its ratexs such thatqs · xs = ws (elastic user).

By varyingws for each source, different users can have different weights in

proportional fairness. This mechanism of fixed-weight proportional fairness al-

lows the same flexibility to adapt to different users’ needs as fixed-weight max-

min fairness. As the demand functions are restricted to a particular shape, the real

shape of individual demand/utility functions can not be taken into account and

there seems to be no possibility of mirroring more closely the different needs of

different applications.

18



1.2 Characterizing flow control algorithms in the PFC

framework

In the previous section the PFC framework was defined and different important

resource allocation principles were introduced. Using the PFC framework we will

now describe selected flow control algorithms.

1.2.1 The current Internet with TCP Reno

In the current Internet, the queues in the network are droptail queues, where in

case of congestion, buffers fill up and when a buffer is full, additional packets

get discarded. The source algorithm is carried out by the TCP protocol. The

predominant TCP implementation, called Reno, increases the sending window

size4 by one every round trip time (additive increase) if there is no mark or packet

loss during one round trip time, and halves the window otherwise [Low03].

In PFC notation this can be described as follows. The link price algorithm

is performed by the natural dropping behavior of the droptail queues (see Sec-

tion 1.1.2). In any time periodt, the link price is the average packet dropping

probability which is fed back to the source, using acknowledgment packets (see

Section 1.1.3). Current proposals for RED and other AQM algorithms aim at

changing the link price algorithm. The evolution of ECN changes the price mea-

sure from dropping probability to marking probability.

The source prices are aggregated from the link prices as a sumnet (1.2), be-

cause for sources the average dropping probabilities at each link on the pathL(s)

approximately sum up. As introduced in Section 1.1.7, in a sumnet the sum of all

users’ utilities are maximized. But what are the users’ utility functions ?

The source algorithm can be modeled in the dual PFC framework and as shown

in [Low03], the corresponding demand function can be determined from the Reno

4The window size is the maximum amount of outstanding packets a source can send to the

network [MW00].
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rate update rule. It describes the average transmission rate as a function of the

price over a time periodt.

From this demand function even an implicit theoretical TCP Reno utility func-

tion can be determined5. It is

UReno(xs) =
1

ds

log
xsds

2xsds + 3

whereds denotes the equilibrium round trip time of sources.

We present this result to show how by using the PFC framework existing algo-

rithms can be analyzed, that were designed without this framework in mind. This

kind of analysis is motivated by the general idea that by studying the underly-

ing optimization problems, the equilibrium properties such as throughput, delay,

queue lengths, loss probabilities and fairness can be understood [Low03]. For ex-

ample a very straightforward question in this case is, why of all possible utility

functions this should be the optimal source behavior, given that it is the core of

today’s Internet flow control ?

1.2.2 TCP Vegas

As for TCP Reno, in a similar approach of reverse engineering, TCP Vegas can

be analyzed as well [Low03]. In Vegas the link price is the queuing delay at

link l which is aggregated to the source priceqs (aggregate queuing delay on a

round trip) by a sumnet (1.2). The link price algorithm for Vegas is performed by

the natural delay behavior of droptail queues. The link price update rule mirrors

the queuing delay as a simple function of arrival rate and link capacity [Low03].

Modeling the Vegas source algorithm, it is again possible to derive the implicit

demand and utility functions.

5The utility functions vary slightly depending on which TCP Reno implementation is analyzed.

Older versions of Reno halve the window every time a mark is detected, whereas new versions of

Reno halve the window only once if there is one or more marks in the round trip time. Here we

present the utility function of the newer version.
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1.2.3 Kelly et al’s algorithm

In [KMT98] and [GK99b] Kelly et al. formulate flow control as a social welfare

optimization problem (1.10), subject to (1.8), which is to be solved by a distributed

algorithm in a sumnet.

In the more theoretical work [KMT98] very abstract algorithms for the net-

work and for sources are defined and stability for the whole system is shown

using Lyapunov functions.

In the more practical paper [GK99b], price feedback is given through ECN

marks. Whenever the number of packets arriving at a link in a time slott exceeds

the capacity of the link, an ECN mark is placedon eachof these packets. The av-

erage marking probability over a time periodt is the link price and the probability

of receiving a marked packet is the source priceqs.

As respects the source algorithm, Kelly at al. restrict their analysis to users

with logarithmic utility functions (1.11) for which they show that a proportional

fair rate allocation is achieved. The users then act according to their demand

functions that follow directly through (1.6).

1.2.4 Low and Lapsley’s algorithm

Similar to Kelly et al., Low and Lapsley [LL99b] design their proposed algorithm

along the lines of the PFC framework. They also base their work on the social

welfare optimization problem. Using Lagrange optimization theory, they manage

to approach this optimization problem in a very intuitive way where the Lagrange

multipliers are defined as the link prices [LL99b]. A link price algorithm is derived

by using the gradient projection method from nonlinear programming.

Users can have individual concave strictly increasing utility functionsUs(xs)

and it is shown that social welfare maximization is achieved in a sumnet under the

necessary condition that all sources derive their demand function through (1.6).

The following concise algorithm [LL99b, Algorithm A1] is derived.
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Link price algorithm :

At times6 t = 1, 2, . . ., link l:

1. Receives ratesxs from all sourcess ∈ S(l) that go through link

l.

2. Computes a new price

pl(t+ 1) =

pl(t) + γ

∑
s∈S(l)

xs(t)− cl

+

where[z]+ = max {z, 0} andγ > 0 is a step size7.

3. Communicates new pricepl(t + 1) to all sourcess ∈ S(l) that

use linkl.

Source algorithm:

At timest = 1, 2, . . ., sources:

1. Receives from the network the sum (1.2) of link prices in its

path.

2. Chooses a new transmission ratexs(t+ 1) for the next period

xs(t+ 1) = Ds (qs(t))

3. Communicates new ratexs(t+ 1) to links l ∈ L(s) in its path.

Convergence of this algorithm towards equilibrium is shown in [LL99b, The-

orem1].

6For simplicity reasons we present here the synchronous version of Low and Lapsley’s algo-

rithm. In [LL99b, Algorithm A2] this algorithm is slightly extended to the model of an asyn-

chronous setting which better resembles the reality of large networks.
7In words, the link price rises when the overall arrival rate is bigger than the link capacity and

it falls when the overall arrival rate is smaller than the link capacity. The link price cannot become

negative. Links that are underutilized in the equilibrium allocation have the link price 0.
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The basic algorithm requires the communication of link prices to sources

and source rates to links. For a practical implementation the authors suggest a

scheme called Random Early Marking (REM) [LL99a, ALL00] where links es-

timate source rates using local information and the communication from links to

sources can be done using the ECN field in the packet header.

1.2.5 MaxNet

Wydrowski and Zukerman [WZ02b] use Low and Lapsley’s link price algorithm

and source algorithm but change the calculation in step 1 of the source algorithm

from a sumnet to a maxnet. The proposed MaxNet algorithm achieves weighted

max-min fairness. Its stability is proved in [WAZ03].

1.2.6 Priority Service

A final interesting example of how to analyze proposed algorithms using the PFC

framework is Marbach’s priority service [Mar03], which recently achieved some

attention within the research community8.

Consider a network which supports a continuum of priorities where sources

is charged a fixed priceu per unit bandwidth for submitting traffic with priorityu.

(So sending traffic with priority 5 would cost 5 money units per unit bandwidth.)

Traffic is served at each node according to a strict priority rule for both service

discipline and buffer management. This means that packets with a priorityu are

only transmitted when all packets with a higher priorityu′ > u have already been

served, and packets of priorityu are dropped from a buffer only if there are no

packets of a lower priorityu′ < u left in the buffer.

It will now be shown how this mechanism can be analyzed using the PFC

framework. It is assumed that there exists a feedback mechanism that allows users
8Note that [Mar03] is an extension of [Mar02] which received the best paper award at the

conference INFOCOM 2002.
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to determine their current loss probabilities and that users perceive QoS only as a

function of their throughput and do not consider delay. Consider that each source

optimally selects how much traffic to send at each priority, according to its own

demand function.

In the fluid limit, for each linkl there exists a pricêul such that the overall

success probability is 1 for all flows with priorityu > ûl and 0 ifu < ûl. This

differs from normal link loss rates, which are small and essentially add along a

path [Low03]. Instead, here the path loss probability is the maximum of the link

loss probabilities: a flows will get 100% loss for priorityus < maxl∈L(s) ûl and

0% loss for anyus > maxl∈L(s) ûl.

It follows that every flows will choose its priorityu to be equal to the high-

est ûl on its path. (Note that [Mar03, p.740] should sayûr = maxk=1,...,Kr ûlr,k

instead ofmin.)

With regards to the function for calculating the source price (1.1), we can

therefore state that this system is a maxnet, as the source price is the maximum

of the link prices on the path (1.3). Note however that sources are not necessarily

told their optimal priceu∗s explicitly by the network, but rather have to vary their

priority us in order to find out at which value to send best.

It was pointed out in Section 1.1.9 that when all users act according to their

demand function, weighted max-min fairness is achieved in a maxnet. It is in fact

a major result of [Mar03, Proposition 5] that priority service achieves WMMF.

1.3 Scope and further outline of this thesis

Three major applications of the PFC framework can be identified.

• Using the uniform concept and notation of the PFC framework, specific

flow control algorithms can be analyzed and compared.

• Without refering to a particular flow control scheme, different resource al-
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location goals can be analyzed for their efficiency and fairness properties.

• A further application is to really charge users the congestion prices as de-

termined by the network.

The analysis in Chapter 2 considers the second point. An overview of im-

portant rate allocation goals and fairness criteria will be given. Then, a deeper

analysis of weighted max-min fairness will be performed that provides an oppor-

tunity to contribute novel findings on this topic. Many existing characterizations

of max-min fairness in the context of flow control are generalized to the case of

weighted max-min fairness and a new formulation of a concise WMMF optimiza-

tion problem will be given. The last section will show how to approach the SWM

and WMMF optimization problems using methods from nonlinear programming.

Approaching the newly developed WMMF optimization problem and showing

that it is solved by a maxnet constitutes the second novel contribution within this

thesis.

In Chapter 3 the third application of the PFC framework will be studied in

more detail. This application was advocated strongly by Kelly et al. [GK99b] and

mentioned as a possibility in [LL99b]. This proposition will be aligned alongside

other proposals for congestion pricing (which means charging customers in a way

that discourages the use of network resources during times of congestion). An

overview on congestion pricing will be given, including a short discussion on

the advantages and disadvantages of the concept itself and a literature overview

on major congestion pricing implementations. We then outline selected problems

when pursuing the third application of the PFC idea. Note that an in-depth analysis

of all important questions for such a plan is beyond the possibilities of this work.

However, selected issues are analyzed and original ideas to deal with them are

presented. This is the third novel contribution within this thesis.

As shown in Section 1.2, the first of the above applications can be applied to a

large number of distributed algorithms. This approach is based on the idea that by
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studying the underlying optimization problems, the equilibrium properties such

as throughput, delay, queue lengths, loss probabilities and fairness can be better

understood [Low03]. In this thesis we will not elaborate on the deeper analysis of

a particular algorithm.

Unless otherwise stated it is assumed that the network is in an equilibrium

allocation and users’ demand functions do not change. All questions of dynamics,

transients and stability are beyond the scope of this paper.

As the whole introduction included important literature sources, no separate

literature review will be given in the introduction. However we will give a short

literature review on congestion pricing in Section 3.2 which is not limited to the

PFC framework.
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Chapter 2

Different resource allocation goals

and how to achieve them

In Section 1.1 the two fundamental resource allocation goals of social welfare

maximization (SWM) and weighted max-min fairness (WMMF) were introduced.

In the first section of this chapter we will give an overview over these broad allo-

cation goals and how they are related to more narrowly defined allocation goals

like proportional fairness or max-min fairness. In Section 2.2 we will then an-

alyze WMMF in more depth by giving different characterizations of WMMF. It

was mentioned in the introduction that SWM is achieved in a sumnet system and

WMMF is achieved in a maxnet system, a conjunction that can be proved using

the respective SWM and WMMF optimization problems. These problems will be

approached in Section 2.3.

2.1 Overview

Social welfare maximization and weighted max-min fairness are broad resource

allocation goals in a sense that they consider individual utility and demand func-

tions for each user. SWM aims at maximizing the aggregate utilities of all users
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without considering treatment of single users, WMMF aims to minimize prices

for individual users, starting with those who are worst off.

Remember that WMMF is a generalization of MMF (in which individual de-

mand functions are not considered). We also introduced proportional fairness,

which can be achieved in the SWM framework when users are assigned a specific

type of utility functions. MMF and proportional fairness are more narrowly de-

fined allocation goals as they do not depend on individual users’ parameters. As

a result of this, both are defined (and can be verified) by means of the rate vector

only. This applies to the allocation goals throughput maximization and minimum

potential delay as well, which will be introduced in the following paragraph. All

these goals can be understood without knowing anything about the SWM and

WMMF philosophy or the PFC framework. However, it will be shown that within

this framework each of the following goals can be expressed as a special case of

either the SWM or WMMF philosophy.

• Throughput maximization: The maximum throughput allocation in a net-

work maximizes the sum of all users’ rates. The maximization goal is hence

max
x

∑
s∈S xs subject to (1.8) which can also be expressed by the social

welfare maximization goal of our PBNF framework with utility functions

U(xs) = xs. Note however that the form of this utility function conflicts

with the condition of strict concavity in this work and it is not straight-

forward to derive a demand function for this utility function. We therefore

introduce this utility function only because it provides th possibility of an el-

egant notation within the SWM framework. Other than in the subsequently

mentioned allocation goals we cannot comment on how to achieve this op-

timization goal within the PFC framework.

• Proportional Fairness: Proportional fairness was introduced in Section 1.1.10.

As mentioned, a proportional fair rate allocation is achieved in a system

maximizing social welfare when all users have logarithmic utility functions
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(1.11).

• Minimum Potential Delay: In [MR02], an allocation policy called mini-

mum potential delay is proposed. Potential delay is considered as the (po-

tential) time required to complete the transfer of a file with size 1, which can

be calculated as1/xs. Minimizing the aggregate potential delaymin
x

∑
s∈S 1/xs

can be achieved in a SWM system with utility functionsUs(xs) = −1/xs.

Minimum potential delay was shown in [KS03] to approximate the fairness

of the TCP on the current Internet.

• Max-Min Fairness: MMF, as defined in Definition 4, is achieved within

the WMMF philosophy when all sources share identical demand functions

of any shape. Interestingly, as Mo and Walrand [MW00] point out, an arbi-

trarily close approximation of MMF can also be achieved as a limiting case

in a SWM network when utility functions of all sources are distorted in a

certain way. We will generalize this property to WMMF in Section 2.2.6.

In a framework achieving social welfare maximization, the following class of

utility functions was introduced by Mo and Walrand [MW00]:

Us(xs, α) =

 log xs, if α = 1

(1− α)−1x1−α
s , otherwise

for α ≥ 0.

Forα = 0 throughput maximization can be expressed using this class of utility

functions. Furthermore, by varyingα, the following specific rate allocation goals

can be achieved in the SWM framework: proportional fairness (α = 1), minimum

potential delay (α = 2) and an arbitrarily close approximation of MMF (asα →
∞).

It is easy to derive the consequential class of demand functions which seems a

bit more instructive:

Ds(qs, α) =
1

α
√
qs
. (2.1)
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With this demand function proportional fairness (α = 1), minimum potential de-

lay (α = 2) and an arbitrarily close approximation of MMF (asα → ∞) are

achieved in a SWM framework.

Figure 2.1: Relationship between network architecture and different resource al-

location goals.

The relationships between these different resource allocation goals are sum-

marized in Figure 2.1. They will now be compared on the basis of a simple exam-

ple, starting with the more specific rate allocation goals.

Example 1: In the example network of Figure 2.2, the rate vectorsxmtp (max-

imum throughput),xppf (proportional fairness withws = 1 for all s ∈ S), xmpd

(minimum potential delay) andxmmf (max-min fairness) are

xmtp =


0

2

1

xppf =


0.42

1.58

0.58

xmpd =


0.486

1.514

0.514

xmmf =


0.5

1.5

0.5


where thenth component of the rate vector is the rate of usern in Mbps1.

1Calculations forxppf are performed on the basis of a formula in [TWL04, Example 2], rates

for xmtp, xmpd andxmmf are calculated numerically based on the optimization goal.

30



Figure 2.2: Example network with 3 flows sharing a network of two links.

Comparing these rate vectors, the different rate allocations differ mainly in

how much of the available resources the longer flow can claim in relation to the

short flows. For a real network, throughput maximization is not desirable as an

allocation goal as the long flow does not get any bandwidth at all. For the other

three goals it seems that max-min fairness protects long flows more rigidly than

proportional fairness, at the cost of lower overall throughput, with potential delay

minimization in the middle.

This is in line with conventional wisdom in networking that within the model

of [MW00], increasingα favors long flows which take up more resources, leading

to a drop in aggregate throughput [TWL04]. Note, however that this wisdom does

not constitute a rigid rule. Tang et al. [TWL04] used the above framework to study

the tradeoff between efficiency and fairness. Although most examples confirmed

this wisdom, they showed how to construct a network [TWL04, Example 3] in

which an increasingα, from a certain valueα0 > 0 upwards, is accompanied by

a decrease of the long flow’s rate and an increase of overall throughput.

We will now look at an example for the more general resource allocation

paradigms SWM and WMMF where users can have individual demand functions.

Example 2: In the example network of Figure 2.2 let the users have the fol-

lowing demand functions:D1(q1) = 75/(20q1), D2(q2) = 5/(q2)
2 andD3(q3) =

25/(20q3). This leads to the following resource allocations which are describe by
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rate vectors

xswm =


0.66

1.34

0.34

xwmmf =


0.75

1.25

0.25


where thenth component of the rate vectors is the ratexn. It is informative to

look at the corresponding source price vectors

qswm =


5.64

1.93

3.71

qwmmf =


5

2

5


where thenth component of the price vectors isqn, the source price of sourcen

per unit bandwidth (Mbps).

As we can see, the WMMF rates of users 1 and 3 are no longer equal. This

is due to their differing demand functions. However the prices of both flows are

equal. Again, WMMF tends to protect long flows. It is a question of taste whether

one would really consider it fair that flow 1 has the same price per unit bandwidth

as flow 2 even though it takes up resources on two links. Note that all of the

discussed allocations arePareto efficientas it is not possible to make any user

better off without hurting anybody else [Var99, Lue95].

One reason for the ongoing research on fairness measures probably lies in

the history and nature of the Internet, where information is scattered globally and

there is a strong sense that users who want to access this information should not

be discriminated against because of their geographical position or the number of

bottleneck links they have to cross.

Max-min fairness (MMF) has been a dominant rate allocation goal in flow

control research since 1981 [Hay81, Jaf81]. Despite the subsequent emergence of

other allocation goals, like general social welfare maximization and proportional

fairness, MMF and WMMF remain major allocation goals. Weighted max-min

fairness will now be analyzed in more detail.
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2.2 Characterizing Weighted Max-Min Fairness

In order to describe WMMF in more depth we start with the description of an

intuitive algorithm that achieves WMMF. After that, different formal character-

izations of WMMF will be given and it will be proven subsequently that they

are equivalent. Major parts of this section were developed under particular close

guidance of Lachlan Andrew when jointly working on Section III of [AHLW04],

submitted to IEEE Infocom. Unless otherwise indicated, the text was written by

D.H. under guidance of L.A., but also involves direct editing by L.A.

2.2.1 The water-filling algorithm

We will now look at a short description of an intuitive weighted max-min fair

algorithm which will also help in understanding the reasoning in the following

sections. The MMF equivalent of this algorithm, introduced in [BG92], is also

known as the water-filling algorithm.

Think of an algorithm that starts with a price ofq = ∞ for all sourcess and

decrementsq until the first link(s) are saturated, so for these links
∑

s∈S(l)Ds(qs) =

cl. Let L1 be the set of links saturated in the first step. The prices of all sources

s passing through these links are fixed at that value. In the next step the prices

of all sources not using any saturated link are decremented equally until one or

more other links become saturated. Now all those sourcess have their price fixed

that pass through these newly saturated linksl ∈ L2 but do not pass through the

previously saturated links. This continues until all sessions pass through at least

one saturated link, by equally decrementingq for those sessions that do not pass

through a saturated link.

Note that the water-filling algorithm is a greedy algorithm, which means that

in each step it makes the locally optimum choice with the hope of finding a global

optimum. In general, greedy algorithms cannot be expected to find the globally

optimal solution consistently, since they usually do not operate exhaustively on all
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the data [Wik04b]. However in this case, the nature of the optimization encour-

ages the use of a greedy algorithm and the water-filling algorithm can be shown

to achieve WMMF (the proof is similar to the one in [BG92] for MMF).

Example 2a: The water-filling algorithm will now be applied to the situation

in Example 2. Link 2 becomes saturated first at a price ofq = 5. The source price

of sources 1 and 3 are therefore set toqs = 5. We then continue to lower the price

of source2, until link 1 becomes saturated as well at a price ofq2 = 2. This gives

the min-max fair source price vectorqwmmf of Example 2:

qwmmf =


5

2

5

 .

With this intuitive algorithm, we will now have a look at the first formal

WMMF characterization.

2.2.2 Lexicographic optimality

The concept of lexicographic optimization is explained for MMF and will subse-

quently be generalized to WMMF.

Lexicographic optimality in MMF

The characterization of MMF as a lexicographic optimization can be found in

several papers analyzing max-min fairness, for example [GB84, GGFS02, ST00,

RT00].

Definition 8 The increasing permutationv↑ of any vectorv is defined to be a

vector obtained by rearrangingv such that the components ofv are arranged in a

non-decreasing order:v↑k ≤ v↑k+1 for all k, wherev↑k is thekth element ofv↑.

This is used to express the following definition.
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Definition 9 Given two vectorsv andv′, v is said to be lexicographically greater

thanv′ if for all i such thatvi ≤ v′i there exists ak < i such thatvk > v′k. If all

elements ofv andv′ are equal,v is said to be lexicographically equal tov′.

This concept can be illustrated using two rate allocations from Example 1.

Example 1a: The increasing permutation of the rate vectors in Example 1 is

xppf↑ =


0.42

0.58

1.58

xmmf↑ =


0.5

0.5

1.5


where thenth element of vectorx↑ is thenth largest element of the corresponding

vector in Example 2. According to Definition 9 the second vector is lexicographi-

cally greater than the first one, as despite elementsxmmf↑3 andxmmf↑2 each being

smaller than their respective counterparts inxppf↑, the fact remains thatxmmf,1↑
is greater than its counterpartxppf,1↑.

With this example in mind it is easy to understand that lexicographic optimiza-

tion of the rate vectorx implies maximizing the smallest element ofx. For two

vectors where the smallest element is equally maximized, it is the second smallest

element that is decisive, then the third, and so on. Note that this approach leads to

max-min fairness.

In fact, it is well known [GB84, GGFS02, RT00, ST00] that the max-min fair

rate vector is the feasible vector,x, for whichx↑ is lexicographically maximum.

This is also called leximin optimality [RL02]. A similar property for weighted

max-min fairness will now be introduced.

Min-max price fairness and lexicographic optimality in WMMF

It is not possible to determine whether a rate vector,x, is weighted max-min

fair without simultaneously referring to the demand functions,Ds, to determine

the weighting. However, an analogous lexicographic characterization is possible

using the price vector,q, without explicit reference to the demand functions, as

follows. We first have to slightly adapt the above definitions.
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Definition 10 The decreasing permutationv↓ of any vectorv is defined to be

vector obtained by rearraningv such that the components ofv are arranged in a

non-increasing order:v↓k ≥ v↓k+1 for all k, wherev↓k is thekth element ofv↓

Definition 11 Given two vectorsv and v′, v is said to be lexicographically less

thanv′ if for all i such thatvi ≥ v′i there exists ak < i such thatvk < v′k. If all

elements ofv andv′ are equal,v is said to be lexicographically equal tov′.

It now proves useful that in Section 1.1.9 WMMF is defined in terms of min-

max price fairness of price vectorq. For the given definitions the following lemma

is then straightforward.

Lemma 2.1 A feasible price vectorq∗ is min-max fair if and only if for any feasi-

ble price vectorq′, q∗ is lexicographically smaller than or equal toq′.

2.2.3 The bottleneck criterion

The bottleneck criterion is widely used in MMF. In fact what is widely known as

MMF was first introduced in the form of bottleneck flow control, independently

by Jaffe [Jaf81] and Hayden [Hay81]. The term “Max-Min Fairness” was then

promoted by Bertsekas and Gallager in “Data Networks” where they prove the

equivalence of max-min fairness and bottleneck flow control. This property is

now adapted to WMMF.

The bottleneck link of a sources is the most congested linkl on the path of

this source. In terms of source prices it can be formally defined as follows.

Definition 12 Given any feasible price vectorq, link l is called a bottleneck link

for a sources ∈ S(l) with respect toq, if
∑

s∈S(l)Ds(qs) = cl andqs ≤ qs′ for all

s′ ∈ S(l).

With the above definition we can now state the following lemma. The proof is

very closely related to the one in [BG92].
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Lemma 2.2 An allocation is weighted max-min fair according to Definition 5, if

and only if every flow has a bottleneck link according to Definition 12.

Proof: Consider a min-max fair price vectorq. To arrive at a contradiction, assume

there exists a set̄S ⊆ S of flows s that have no bottleneck link. Let̄s be the flow

with qs̄ = mins∈S̄ qs.

Then at each fully utilized linkl on the path of̄s there must exist a set of users,

sayU(l) ⊂ S(l) such thatqs̄ > qu(l) for all flows u(l) = s ∈ U(l). Let ū(l) be

the flow with qū(l) = maxs∈U(l) qs. Let ε(l) be the quantity by whichqs̄ can be

decreased while maintaining feasibility and only increasing the price of flowu(l),

such that afterwards the price of both flows is equal. Then

Ds̄(qs̄ − ε(l)) +Dū(l)(qs̄ − ε(l)) = Ds̄(qs̄) +Dū(l)(qū(l))

and

ε(l) = qs̄ −D−1
Σ

(
Ds̄(qs̄) +Dū(l)(qū(l))

)
whereDΣ(q) = Ds̄(q) +Dū(l)(q) is the sum of the demand functions of sourcess̄

andū(l). We showed that since the demand functions are continuous and invert-

ible, at each of these links there exists a quantityε(l) by whichqs can be decreased

while maintaining feasibility and only increasing the price of flowū(l).

At each underutilized linkl on the path of̄s let the quantityε(l) be the value

by whichqs̄ can be decreased while maintaining feasibility without increasing the

price of any other flow such that the link becomes fully utilized. Then

ε(l) = qs̄ −D−1
s̄

cl − ∑
s∈Ŝ(l)

Ds(qs)

 .

whereŜ(l) := S(l) \ {s̄}. By calculating it we showed thatε(l) exists for the

assumed continuous and invertible demand functions.

Therefore it is possible to decreaseqs̄ by a valueminl∈L(s̄) ε(l) and maintain

feasibility by only increasing the prices of flowsū(l). Asqū(l) < qs̄ this contradicts

the min-max fairness property ofq.
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Conversely, assume that each sources has a bottleneck link with respect toq.

Then to decrease the price of any sources while maintaining feasibility, we must

increase the price of some sessions′ crossing the bottleneck linkl of s. Since

qs ≤ qs′, by Definition 5 the price vectorq satisfies the requirement for min-max

price fairness. �

Note that in the water-filling algorithm in Section 2.2.1, thenth congested

links are bottleneck links for all sources whose price is fixed in stepn. Therefore

in Example 2, link 1 is the bottleneck link for source 2 and link 2 is the bottleneck

link for sources 1 and 3.

The bottleneck criterion and link prices

The bottleneck criterion, as well as all other characterizations in this section, is

strictly in terms of source pricesqs and does not mention link prices. However,

when using link pricespl, the structure of the bottleneck criterion strongly sug-

gests the use of a maxnet architecture (1.3).

In a maxnet, the equilibrium link pricep∗l is then the priceq∗s of those sources

s for which l is a bottleneck according to Definition 12. Note that links that are

underutilized in the equilibrium allocation (depending on the network topology)

must have an equilibrium link price of 0 in the PFC framework. Thus

p∗l =

 mins∈S(l) q
∗
s if link l is fully utilized

0 otherwise
(2.2)

In the water-filling algorithm in Section 2.2.1, all linksl ∈ Ln that become

fully utilized in stepn are assigned a (maxnet) link pricepl equal to the price

q at which they become fully utilized. The water-filling algorithm stops when

all sessions pass through at least one saturated link. All links that are then still

underutilized are assigned a link pricepl = 0. Applied to Example 2,p1 = 2 and

p2 = 5.
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2.2.4 Hierarchy of optimization problems for min-max price

fairness

Along the lines of [GB84] we formulate a hierarchy of optimization problemsPn

that results in min-max price fairness. The intuition in Section 2.2.1 will help to

understand this approach, as the two ideas are similar in assigning source prices

step by step.

Let Q0 be the set of source pricesq that lead to feasible rate vectors. Our

hierarchy of optimization problems minimizes the biggest source prices inQ0,

and then minimizes the second biggest price over all prices that solve the first

problem, and so on.

Figure 2.3: Hierarchy of optimization problems.

Let Sn ⊆ S be the set of sources whose price is optimized in stepn and

Qn ⊆ Q0 be the set of price vectors which solve thenth optimization problem.

Let S0 = ∅. The sets(S0, Q0) define the first problemP1, whose solution is

described by the sets(S1, Q1). These sets in turn define the second problemP2,

and so on. Denote the set of sources whose prices have not yet been determined

as

Sn := S \
⋃

m≤n

Sm

where\ denotes set exclusion.
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Given sets(S0, Q0), . . . , (Sn−1, Qn−1), if Sn−1 = ∅, then we stop. Otherwise,

we define problemPn and its solutionSn, Qn, n ≥ 1, as follows:

Pn : min
q∈Qn−1

max
s∈Sn−1

(qs) (2.3)

So in each stepn thenth largest components of the price vector are assigned

their minimal value, the corresponding sourcess ∈ Sn are optimized and the cycle

continues untilSn = ∅.
Example 2b: In Example 2 the optimization starts on the setQ0 of all feasible

price vectorsq. Minimizing the biggest source prices is done by the water-filling

algorithm by assigning the same (minimal) price to all sources that share the most

congested link, 2. Note that a non-optimal solution would have been to have

lower prices for one source sharing this link, but this would mean higher prices

for the other source in order to maintain feasibility. The outcome of the first

optimization step is then defined by the setsQ1 andS1, whereS1 = {1, 3}. The

setQ1 comprises all feasible price vectors that have the first and third element

qs = 5, for example(5, 4, 5)T , (5, 1, 5)T or (5, 2, 5)T . The second step of the

optimization then already delivers the WMMF price vector.

Lemma 2.3 The problemsPn are well defined. The unique solution to the hierar-

chy of problems is the min-max fair price vector.

This lemma is proved in Appendix D.

2.2.5 Flow rates minimize the limitingα-norm

We now introduce another characterization of weighted max-min fairness which,

to the best of our knowledge, has not been documented before2.

2The idea for this approach and the architecture of the proof was developed by Lachlan Andrew

in joint discussions
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The core idea of this approach uses the asymptotic characteristic of theα-norm

‖q‖α =
(∑

s∈S q
α
s

)1/α
of vectorq. It is well known that forα→∞

lim
α→∞

‖q‖α = q↓1 = max
s∈S

(qs), (2.4)

whereq↓k is the kth largest component ofq. (See notation and definitions in

2.2.2). That is, the∞-norm is determined exclusively byq↓1. However, for a

sufficiently large but finiteα, although‖q‖α is dominated byq↓1, it also contains

information onq↓2, q↓3, . . . with decreasing priority. Consider two vectorsq

and q′. To have‖q‖α < ‖q′‖α, for all sufficiently largeα, it is necessary that

q↓1 ≤ q′↓1, and this is sufficient if the inequality is strict. Ifq↓1 = q′↓1, then it

is also necessary thatq↓2 ≤ q′↓2 which then is sufficient if the inequality is strict,

but in case of equality leads to a new condition, and so on. This procedure is a

lexicographic optimization and leads to the following lemma.

Lemma 2.4 For a pair of vectorsq, q′ ∈ (<+)n, q↓ is lexicographically less than

q′↓ if and only if there exists anα0 > 0 such that, for allα > α0, ‖q‖α < ‖q′‖α.

Proof: Note that(·)1/α is monotonic increasing so that‖q‖α < ‖q′‖α ⇔ ‖q‖α
α <

‖q′‖α
α.

If q↓ = q′↓ then‖q‖α = ‖q′‖α for all α > 0 and the theorem holds. Otherwise

selectj such that the firstj − 1 elements ofq↓ andq′↓ are equal, butq↓j 6= q′↓j.

Then

‖q‖α
α − ‖q′‖α

α =
n∑

i=j

(q↓α
i − q′↓α

i )

= q↓α
j

(
1− r′j

α
+

n∑
i=j+1

(rα
i − r′i

α
)

)
(2.5)

whereri = (q↓i/q↓j) andr′i = (q′↓i/q↓j). There are two cases.

If q↓j < q′↓j thenq↓ is lexicographically less thanq′↓ and it remains to show

that there exists anα0 > 0 such that

‖q‖α
α − ‖q

′‖α
α < 0 for all α > α0. (2.6)
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This is the case as for large enoughα the content of the brackets in (2.5) becomes

negative:

• r′j > 1, giving (1− r′j
α) → −∞ for α→∞

• while for all i > j, ri ≤ 1 giving rα
i ≤ 1 for all α > 1

• andr′i > 0 giving r′i
α ≥ 0 for all α > 1

This establishes that the vectorq↓ being lexicographically less thanq′↓ implies

that there exists anα0 > 0 such that, for allα > α0, ‖q‖α
α < ‖q′‖α

α.

Alternatively, if q↓j > q′↓j thenq↓ is not lexicographically less than or equal

to q′↓ and it remains to show that there exists anα1 > 0 such that

‖q‖α
α − ‖q

′‖α
α ≥ 0, for all α > α1. (2.7)

This is the case as for large enoughα the content of the brackets in (2.5) becomes

non-negative:

• r′j < 1 giving (1− r′j
α) → 1 for α→∞,

• while for all i > j, r′i < 1 giving r′i
α → 0 for α→∞

• andri ≤ 1 giving rα
i ≤ 1 for all α > 1.

This establishes that the vectorq↓ not being lexicographically less than or equal

to q′↓ implies that there does not exist anα0 > 0 such that, for allα > α0,

‖q‖α
α < ‖q′‖α

α. �

Consider nowq(α), defined as the solution of the optimization problem

min
q

‖q(α)‖α (2.8)

subject to
∑

s∈S(l)

Ds(qs(α)) ≤ cl, l ∈ L. (2.9)

For integersα→∞, q(α) converges to the lexicographically smallest vector sat-

isfying (2.9). (To see that, note that the feasible region is compact, and every
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convergent subsequence of the sequenceq(α) must converge to the lexicographi-

cally smallestq by Lemma 2.4.3)

This much more concise optimization problem becomes equivalent to the hi-

erarchy ofPn in the limit of largeα. As we will see in Section 2.3, its necessary

condition is straightforward to derive and will shed new light on a fundamental

property of weighted max-min fairness.

2.2.6 A limiting case of social welfare maximization

Using the above optimization problem, Section 2.3.4 will show that WMMF is

achieved in a maxnet, where a sources receives feedback from only the most con-

gested link on its path (in contrast to sumnets, where a source receives aggregate

feedback from all links on its path). This section shows how an arbitrarily close

approximation of WMMF can be achieved in a sumnet whose users act as if they

have a demand function which is distorted from their true demand function4.

In Section 2.1 a class of utility functions and demand functions (2.1) was intro-

duced wherein different allocation policies can be achieved in a sumnet including

an arbitrarily close approximation of MMF (α→∞) [MW00].

We now generalize this concept to include WMMF as well. The particular

form of the class of demand functions (2.1) leads the way. Define a family of

distorted demand functions

Dα(z) := D(z1/α). (2.10)

Consider a sumnet in which all demand functions are distorted toDα,s(qs) =

Ds(q
1/α
s ). It will be shown that whenα → ∞ the equilibrium approaches the

weighted max-min fair allocation of the true demand functionsDs.

3This intuition was developed by Lachlan Andrew
4This complete section was developed by L.A. in 2003 and only edited by D.H.
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Theorem 2.1 Consider demand functionsDs, s ∈ S, and their corresponding

price functions,Ps = D−1
s . Define utility functions as

Uα,s(xs) =

∫ xs

0

(Ps(ξ))
α dξ.

The solution to

max
x

∑
s

Uα,s(xs), (2.11)

subject to (1.8), approaches the weighted max-min fair rate vector asα→∞.

The proof is a straightforward generalization of that of [MW00]. It is given in

Appendix C.

In the limit asα → ∞, the source prices,(Dα,s)
−1(xs), go to0, 1 or ∞, if

the max-min prices,q∗s , are less than, equal to or greater than 1, respectively. In

particular,limα→∞Dα,s(qs) = 1 for any givenqs 6= 0.

Note that the achieved WMMF property is due to the users being forced to

distort their true demand functions to allow the system to achieve another fairness

regime.

It will be discussed in Section 2.3.5 how WMMF due to pricing regime and

WMMF due to distorting demand functions are related to each other.

Now we are ready to summarize the different characterizations of weighted

max-min fairness.

2.2.7 Theorem and discussion

Theorem 2.2 The following statements for a vector of source pricesq are equiv-

alent:

1. q is the min-max fair price vector,q∗, and leads to a weighted max-min fair

rate vector.

2. q↓ is the lexicographically minimal feasible price vector.
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3. every source has a bottleneck with respect toD(q).

4. x = D(q) is the limiting solution forα → ∞ of the optimization problem

maxx

∑
s

∫
(D−1

s (xs))
α dxs subject to (1.8).

5. q is the limiting solution to the hierarchy of optimization problemsPn :

minq∈Qn−1 maxs∈Sn−1
(qs) withQ0 being the set of feasible price vectors.

6. q is the limiting solution to the optimization problemmin ‖q‖α subject to

(2.9) asα→∞.

Proof: The equivalence of characterizations 1) and 2) is established by Lemma 2.1,

of 1) and 3) by Lemma 2.2, of 1) and 4) by Theorem 2.1, of 1) and 5) by Lemma 2.3

and of 2) and 6) by the discussion following Lemma 2.4. �

This theorem provides a comprehensive framework to discuss general WMMF

and its well known special case MMF. It includes the roots of MMF in charac-

terizations1), 2) and 3) as well as a fundamental formulation of WMMF as a

hierarchy of optimization problems5). We furthermore introduced a much more

concise WMMF optimization problem6). The MMF form of Characterization

4) was introduced by [MW00] in the context of a sumnet framework to optimize

flow control, where different optimization goals can be achieved by varying the

users’ demand functions. This was extended to WMMF. It will be discussed in

Section 2.3.5 how this characterization relates to the findings of the next section.

2.3 SWM and WMMF as optimization problems

In this section it is shown how theory from nonlinear programming can be used to

approach optimization problems that express resource allocation goals.

Low and Lapsley’s Optimization Flow Control [LL99b] algorithm, as pre-

sented in Section 1.2.4, is derived using methods from nonlinear programming.

Similar approaches have been undertaken by Hayden [Hay81] as early as 1981

and Gibbens and Kelly [GK99b].
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In their work, flow control is established as an optimization problem with the

goal of maximizing social welfareand it is shown that this can be achieved in a

sumnetwhen all users follow their demand function according to (1.6).

In this section a similar approach is initiated for weighted max-min fairness.

Flow control is set as an optimization problem with the goal of achievingWMMF

and it is shown that this can be achieved in amaxnetwhen all users follow their

individual demand function.

We will now derive and approach the SWM and WMMF optimization prob-

lems using methods from nonlinear programming. Along the way these methods

will be explained using Bertsekas’ Nonlinear Programming textbook [Ber99].

Derivation and approach of the WMMF optimization problem, as well as parts

of the Discussion section, were developed under particular close guidance of

Lachlan Andrew when jointly working on Section IV of [AHLW04], submitted

to IEEE Infocom. Unless otherwise indicated, the text was written by D.H. under

guidance of L.A., but also involves re-editing directly performed by L.A.

2.3.1 Primal optimization problems

The optimization problems are first formulated for the entire system from a bird’s

eye view. A centralized solution of these so calledprimal formulations would

require co-ordination among all sources and is therefore impractical in real net-

works. The key to a distributed and decentralized solution is to look at theirdu-

als [LL99b], using Lagrange multiplier theory, which will be introduced in the

next section.

46



Social Welfare Maximization

The SWM optimization problem was explained in Section 1.1.7:

max
x

∑
s∈S

Us(xs)

subject to
∑

s∈S(l)

xs ≤ cl, l ∈ L.

Weighted Max-Min Fairness

In the previous section a new concise WMMF optimization problem

min
q

‖q(α)‖α

subject to
∑

s∈S(l)

Ds(qs(α)) ≤ cl, l ∈ L

was introduced. In order to simplify the later transformation of the Lagrange

Function this optimization problem is now reformulated.

The objective (2.8) can be written as

min
q

(
∑
s∈S

(qα
s ))1/α. (2.12)

Noting that(·)1/α is monotonic increasing, this is equivalent to

min
q

∑
s∈S

(qα
s ). (2.13)

Usingxs = Dα,s(q
α
s ) this finally yields

Pα : min
x

∑
s∈S

D−1
α,s(xs) (2.14)

subject to
∑

s∈S(l)

xs ≤ cl, l ∈ L.

In order to link bandwidthxs to theα-power of the source price we use the

same family of distorted demand functionsDα(z) := D(z1/α) (2.10) as intro-

duced in Section 2.2.6. However note that here it is not assumed that users have

to act according to these demand functions.
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2.3.2 Duality Theory

In this section a short introduction into the duality theory of nonlinear program-

ming is given which is the basis for approaching the SWM Optimization Problem

as outlined by Low and Lapsley and Kelly et al. It is intended to show some back-

ground on the use of Lagrangian functions and Lagrange multipliers, however the

duality theorem will not be used explicitly in the following sections.

The term “Nonlinear Programming” refers to the form of the objective func-

tions which are nonlinear in both our cases. It is important to note however that

theconstraintsin both problems are linear. According to [Ber99] problems with

linear constraints have some properties which make this kind of problem easier to

deal with. In [Ber99, Section 3.4] a form of Duality Theory for linear constraints

is explained.

Consider the problem

(P ) : minx∈X f(x)

subject to a′lx ≤ cl for l = 1, . . . , r (2.15)

wherea′l are given vectors and andcl are given scalars. Functionf is convex

continuously differentiable andX is a set specified by a finite number (in our case

r) of linear inequality constraints [Ber99]. We refer to problem(P ) as theprimal

problem.

Define the Lagrangian function

L(x, µ) = f(x) +
r∑

l=1

µl(a
′
lx− cl)

whereµl is called the Lagrange multiplier for constraintl. Lagrange multipliers

are auxiliary variables that are used widely in the field of nonlinear programming.

One possible interpretation is their use as the optimization variables of auxiliary

optimization problems, calleddual problems[Ber99, p.276].

Consider thedual function, defined by

q(µ) = min
x∈X

L(x, µ),
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and thedual problemis

(D) : max q(µ)

subject to µ ≥ 0. (2.16)

The Duality Theorem then says [Ber99, Proposition 3.4.2]:

• If the primal problem (P) has an optimal solution, the dual problem (D) also

has an optimal solution and the corresponding optimal values are equal.

• In order forx∗ to be an optimal primal solution andµ∗ to be an optimal dual

solution, it is necessary and sufficient thatx∗ is primal feasible and

x∗ = arg min
x∈X

L(x, µ∗).

Duality Theory is used by Low and Lapsley [LL99b] to derive flow control

as an optimization problem. Similar approaches have been undertaken by Hay-

den [Hay81] as early as 1981 and Gibbens and Kelly [GK99b]. An important

theoretical foundation is [BT89, Section 3.4.2].

An important feature of their approach is the introduction of the termlink

price as an interpretation of the Lagrange multipliers. Hence, in their work, the

Lagrange multiplierµl is the link pricepl by definition.

In [LL99b] the dual functionD(p) for the optimization problem (1.10) is de-

rived. It is pointed out that the objective function is separable inxs and hence each

source can solve its optimization problem separately, giving the demand functions

as source algorithm. The link price algorithm is derived using the gradient projec-

tion method where link prices are adjusted in the opposite direction to the gradient

∇D(p). The resulting source algorithms and link algorithms were introduced as

Low and Lapsley’s algorithm in Section 1.2.4 in this work.

2.3.3 Lagrangian functions

Duality theory constitutes an important background to understand the use of La-

grange multipliers and the Lagrange function. It explains that the solution mini-
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mizing the primal problem is also the solution that minimizes the Lagrange func-

tion.

We can use this property without making explicit use of the dual function, fol-

lowing Bertsekas’ approach for nonlinear optimization problems with inequality

constraints [Ber99, Section 3.3].

As introduced in Section 2.3.2 the Lagrangian function is defined as the ob-

jective functionplusor minus(depending whether the the primal problem ismin

or max) the sum over all constraintsl, where each constraint is multiplied with a

Lagrange multiplierµl. In our case the constraints are the capacities of each link

in the network. The feasibility condition (1.8) denotes that
∑

s∈S(l) xs ≤ cl on

each linkl ∈ L. So each linkl counts as one constraint.

This gives the Lagrangian functions which are then transformed to get an ex-

pression that is separable inxs.

Social Welfare Maximization

For the optimization problem (1.10) with constraints (1.8) the Lagrangian is [LL99b]

L(x, µ) =
∑
s∈S

Us(xs)−
∑
l∈L

µl

∑
s∈S(l)

xs − cl


=

∑
s

Us(xs)− xs

∑
l∈L(s)

µl

+
∑
l∈L

µlcl

Weighted Max-Min Fairness

Again we use Lagrange multipliersµl. However, the structure of the optimization

problem proposes the introduction of an auxiliary variable which is theα-root of

the original Lagrange multiplier. Defineρl(α) = (µl)
1/α. As α → ∞ theµl will

tend to 0, 1 or∞, but it will be shown later that theρl(α) will remain finite and

non-degenerate.
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Let

L(x, µ) =
∑
s∈S

D−1
α,s(xs) +

∑
l

(µl)

∑
s∈S(l)

xs − cl

 (2.17)

giving

Lα(x, ρ) =
∑
s∈S

D−1
α,s(xs) + xs

∑
l∈L(s)

(ρl(α))α

−
∑

l

(ρl(α))αcl

=
∑
s∈S

(
D−1

α,s(xs) + xs ‖ρs(α)‖α
α

)
−
∑

l

(ρl(α))αcl (2.18)

whereρs(α) = (ρl(α), l ∈ L(s)) is the vector of allρl on the path of flows. Note

that the dimension ofρs(α) is the number of links used by this source.

2.3.4 First order necessary condition

In Lagrange optimization the primal problem is solved by minimizing (maximiz-

ing) the Lagrangian function. In conventional mathematical analysis, the nec-

essary condition for local minima/maxima of a functionf(x) requires the first

derivative to be 0. Here this translates into theKarush-Kuhn-Tucker necessary

conditions [Ber99, Proposition 3.3.1]. Formulated in terms of general inequality

constraints, the Karush-Kuhn-Tucker conditions require a technical assumption

thatx∗ is regular. This does not need to be dealt with in problems withlinear in-

equality constraints, as these problems possess Lagrange multipliers always, even

for local extrema which are not regular [Ber99, p.357]. The following formulation

is therefore in terms of linear inequality constraints.

Let x∗ be a local minimum of the problem

(P ) : minx∈X f(x)

subject to a′lx ≤ cl for l = 1, . . . , r (2.19)

wherea′l are given vectors and andcl are given scalars. Functionf is continuously

differentiable andX is a set specified by a finite number of linear inequality con-

straints. Then there exists a unique Lagrange multiplier vectorµ∗ = (µ∗1, . . . , µ
∗
r),
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such that

∇xL(x∗, µ∗) = 0 (2.20)

andµ∗l ≥ 0, l = 1, . . . , r with µ∗l = 0 for all constraintsl which are not active in

the optimal solution.

Notice the last words, which translate into the condition that the Lagrange

multipliers for underutilized links have to be 0. Furthermore note that

∇µL(x, µ) = 0 (2.21)

also constitute first-order necessary conditions, which simply give the constraints

of the primal problem. We will now derive necessary conditions for both our

optimization problems.

Social Welfare Maximization

The goal is tomaxx L(x, µ). Notice that the second term of the Lagrangian func-

tion does not depend onxs. The first term is separable inxs and hence

max
x

∑
s

Us(xs)− xs

∑
l∈L(s)

µl

 =
∑

s

max
x

Us(xs)− xs

∑
l∈L(s)

µl

 .

The Karush-Kuhn-Tucker conditions can therefore be derived for each sources

separately

d

dxs

Us(xs)− xs

∑
l∈L(s)

µl

 = 0. (2.22)

In [LL99b] µl is interpreted as the link price (per unit bandwidth) at linkl and

the source priceqs is defined as the sum of all link prices on the path of the

source: qs =
∑

l∈L(s) µl. For this sumnet the Karush-Kuhn Tucker condition

gives the users’ demand functions as derived in Section 1.1.5. So, in fact, when

assuming a sumnet, the demand functions (1.6) of each sources are derived from

the necessary conditions of the social welfare maximization problem.
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From another point of view, if demand functions,Ds, were given in [LL99b],

the Karush-Kuhn-Tucker condition of this problem would giveqs =
∑

l∈L(s) µl.

However, with this act of reverse engineering we would only find a property

that [LL99b] and others naturally and explicitly assumed when deriving this opti-

mization problem

Weighted Max-Min Fairness

The demand functionsxs = Ds(qs) = Dα,s(q
α
s ) are given for each sources. The

goal is to minimize the Lagrangian function of the WMMF optimization prob-

lem: minx Lα(x, ρ). As above the Lagrangian function is separable inxs and the

Karush-Kuhn-Tucker conditions can be derived separately for each sources 5

d

dxs

(
D−1

α,s(xs) + xs ‖ρs(α)‖α
α

)
= 0. (2.23)

Using d
dx
D−1

α (xs) = dqα

dx
= 1/( d

dqαDα(qα)) this becomes

‖ρs(α)‖α
α =

−1

D′
α,s(q

α
s )

(2.24)

and since d
dqαDα(qα) = dq

dqα
d
dq
D(q) this yields

‖ρs(α)‖α
α = − αqα−1

s

D′
s(qs)

.

Raising both sides to the power1/α (noting thatD′ < 0), and making explicit

that the equilibrium values ofqs depend onα gives

‖ρs(α)‖α =
α1/α[qs(α)]1−1/α

[−D′
s(qs(α))]1/α

.

Taking the limit gives

lim
α→∞

‖ρs(α)‖α =
lim

α→∞
α1/α lim

α→∞
[qs(α)]1−1/α

limα→∞[−D′
s(qs(α))]1/α

5The following transformation was developed by Lachlan Andrew in a joint discussion.
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Now α1/α → 1 asα → ∞ (by taking logs and applying l’Ĥopital’s rule), and

[qs(α)]1−1/α → qs sinceqs(α) → qs = q∗s by hypothesis. The continuity ofD′
s

further implies[−D′
s(qs(α))]1/α → 1. Thus

qs = lim
α→∞

‖ρs(α)‖α. (2.25)

The existence of Lagrange multipliersµl and therefore the existence ofρl is

established by the Karush-Kuhn-Tucker condition [Ber99, Proposition 3.3.1], as

stated above. Equation (2.25) then establishes that the limit of theα-norm of the

vectorρs(α) converges toqs for α → ∞. It will now be determined what theρl

converge to.

For each linkl ∈ L consider a (theoretical) valueψl, defined by

ψl =

 mins∈S(l) q
∗
s if link l is fully utilized

0 otherwise
(2.26)

whereq∗ is the WMMF source price vector. Using equalities between some values

qs∗ and some valuesψl as well as equalities between some valuesq∗s and some val-

uesρ∗l , it is shown in Appendix E that theρl of the WMMF optimization problem

converge to these theoretical valuesψl under a technical assumption.

Note that these theoretical valuesψl are the equilibrium link prices in a maxnet

which were derived in (2.2). Therefore, in a maxnet theρl of the WMMF opti-

mization problem can be interpreted as link pricepl. This is analogous to the

interpretation of Lagrange multipliersµl as link prices in [LL99b]. Link prices in

a maxnet architecture have a one-to-one relationship to the Lagrange multipliers

in the WMMF optimization problem. This relationship gives a theoretical founda-

tion to the MaxNet algorithm [WZ02b] and any other maxnet achieving WMMF.

Analogous to Low’s derivation of a link price algorithm as gradient descent of

the SWM optimization problem, it should be possible to relate the price laws of

flow control schemes achieving WMMF in a maxnet to the WMMF optimization

problem.
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When interpreting theρl as link pricepl, equation (2.25) gives the maxnet

propertyqs = maxl∈L(s) pl (1.3) as a necessary condition which is naturally ful-

filled by a maxnet. This condition is necessary but not sufficient. For example it

might be possible to price links in such a way that they all work below 100% uti-

lization [KS01]. This would make it impossible to satisfy the bottleneck criterion

(Subsection 2.2.3) which is necessary for WMMF.

However, in Section 1.1.2 it is required for any PFC link price algorithm that

the link price must fall if the link is underutilized and rise if congestion occurs.

Links that are underutilized in the equilibrium allocation (depending on the net-

work topology) must have an equilibrium link price of 0. Under this condition,

all links with pl 6= 0 are fully utilized
∑

s∈S(l) xs = cl. Each flows must cross at

least one link withpl > 0. When each flow takes price feedback from the most

expensive link on its path,qs = maxl∈L(s) pl, each flow has a bottleneck link ac-

cording to Definition 12. According to Lemma 2.2 weighted max-min fairness is

achieved. The sufficiency of the bottleneck criterion establishes that the condition

of (2.25) becomes sufficient, when supplemented by the requirement of link price

algorithms targeting 100% utilization. This proves that WMMF is achieved in a

maxnet.

During the work on this thesis it was hoped that (2.25) might be used to estab-

lish the maxnet property as a necessary condition to achieving (weighted) max-

min fairness in any network. However, it was not possible to prove this claim

using the optimization problem, as the use of theρl as link prices could only be

established when already assuming a maxnet. Therefore, no strict condition was

established for any other system. It is probable that such a proof can be succesfully

established when using the structure of the bottleneck criterion. The occurance of

the maxnet idea will now be discussed for different schemes achieving (W)MMF.
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2.3.5 Discussion

In Section 2.3.4 the SWM and WMMF optimization problems were approached

using methods from nonlinear programming. Assuming that users naturally fol-

low their demand functionsDs(qs), sumnet and maxnet architectures were shown

to achieve the according goal.

The maxnet idea has been used for a long time in systems achieving WMMF

and its special case MMF. In fact, when the idea of max-min fairness was first in-

troduced in 1981 independently by [Hay81] and [Jaf81] in the form of bottleneck

flow control, both introduced a distributed algorithm where each source’s sending

rate is equal to the smallest allowed sending rate of the links on its path. The

maxnet principle is also applied in [LdV98, ACA97, TK99, AK01] to algorithms

using advertised rates. This is not surprising as the bottleneck criterion implicitly

suggests the use of the maxnet principle.

Although many schemes make explicit use of feedback from the most con-

gested link to achieve max-min fairness, in others the mechanism is not as obvi-

ous. Note that the feedback to sources need not beqs, but must be a quantity from

which qs can be determined.

For example, in Section 1.2.6 it was shown how to analyze Marbach’s priority

service using the PFC framework and at the end of the it was possible to point out

the maxnet property of this WMMF system. We now discuss a system that uses a

similar mechanism to priority service but can only achieve classical MMF.

Max-Min Fairness using round-robin scheduling

Another approach achieving unweighted max-min fairness was described by Hahne

in 1991 [Hah91]. It uses simple round-robin scheduling at each node.

Definition 13 A round-robin scheduler at linkl considers the sessions usingl

as elements of a directed ring. At the beginning of each time slott, the scheduler

searches the ring, starting immediately after the sessions that usedlmost recently,
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until the first session with a waiting packet is found. If there is such a session, it

transmits a packet overl during slott. If the ring is searched for one whole turn

without success, then the search stops afters and nothing is transmitted in this

time slot. [Hah91].

In its simplest form this flow control scheme gives no price feedback to the

sources. Consider sources that send at a fixed rate and consider a source whose

demand exceeds its throughput. Packets for this session will accumulate at the

input to its most congested link and therefore the session never misses its turn in

that link’s round robin. This ensures that the session’s average throughput will be

at least as large as that of any of its competitors at that link, and it also ensures

that the link stays busy. With this description it is easy to see that the throughput

of each session is determined by the most congested link on its path and it is easy

to see why MMF is achieved.

However, in this form only the throughputs, and not the source rates, are ad-

justed to the MMF rates. This flow control scheme is furthermore not price-based.

If, as in [Hah91], window flow control is used in order to prevent excessive queues

at the nodes, then the price signal,qs, fed back to sources is the reciprocal of the

rate of acknowledgements. This rate will be determined by the rate at which

packets are served at the bottleneck link. The corresponding demand function is

D̃(qs) = 1/qs, since one packet is sent for each acknowledgement.

Perhaps the most interesting scheme which appears to achieve MMF while

summing up feedback from all links on the path is that of [MW00], which was

generalized to WMMF earlier.

Achieving an arbitrarily close approximation of Weighted Max-Min Fairness

in a sumnet

In Section 2.2.6 it was shown how an arbitrarily close approximation of WMMF

is achieved in a sumnet. However, when having a closer look it turns out that

although, for all finiteα, the feedback depends on all links which the flow uses,
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this is no longer the case in the limit asα→∞ (the regime in which (W)MMF is

approached).

Each source transmits at rateDs(
α
√
qs(α)). But6

max
l∈L(s)

α
√
pl(α) ≤ α

√
qs(α) ≡ α

√∑
l∈L(s)

pl(α)

≤ α
√
|L(s)| max

l∈L(s)

α
√
pl(α)

Since the coefficient of the final expression tends to 1 asα → ∞, the sandwich

rule says that, in the limit, the feedback approaches that due to the most bottle-

necked link.

Note that this implies that in the limiting case the link prices approach the

maxnet WMMF link prices to the power ofα: α
√
pl(α) → p∗wmmf,l asα → ∞,

wherep∗wmmf,l is defined in (2.2).

This will be illustrated usingExample 2 in the network of Figure 2.2. For

the demand functionsD1(q1) = 75/(20q1), D2(q2) = 5/(q2)
2 andD3(q3) =

25/(20q3) the source price vectors are

qswm =


5.64

1.93

3.71

qwmmf =


5

2

5

 .

In a sumnet achieving SMW, the equilibrium link prices per unit bandwidth

then arep∗swm,1 = 1.93 andp∗swm,2 = 3.71. The equilibrium link prices in a maxnet

achieving WMMF arep∗wmmf,1 = 2 andp∗wmmf,2 = 5.

It is now shown how to achieve an arbitrarily close approximation of WMMF

in the sumnet architecture. The demand functions are distorted according to

(2.10), giving

Dα,1(q1) =
75

20 α
√
q1
, Dα,2(q2) =

5
α
√
qα
2

andDα,3(q3) =
25

20 α
√
q3

.
6The concise description in form of this equation was developed by Lachlan Andrew.
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This could for example be achieved if sources act according to their natural

demand functionsDs but instead of being charged the source priceqs they are

charged a distorted priceqα,s(α) = α
√
qs.

With increasingα, the distorted bandwidth demand of each of the sources 1,2

and 3 rises. However, the rising demand at constant supply causes the link prices

pl(α) of links 1, 2 to rise as well. As stated above, forα → ∞, the pl(α) go

to (p∗wmmf,l)
α. Hence, forα → ∞ in the limiting case the distorted source price

qα,s(α) = α

√∑
l∈L(s)(p

∗
wmmf,l)

α is theα-norm of the link prices on the path of the

source, and hence it tends to the maximum of the link prices.

Explicitly, in the limiting case the sumnet link prices go top1(α) ≈ (2)α, α→
∞, andp2(α) ≈ (5)α, α → ∞. This illustrates a significant property of this

approach: it requires the link prices to become infinitely high (note that in other

examples they might become infinitesimal small). The distorted source price vec-

tor then approaches

qwmmf =


5

2

5


and an arbitrarily close approximation of the WMMF rates is achieved.

With this example we illustrated the mechanism of achieving an arbitrariliy

close approxomimation of WMMF in a sumnet architecture. It was shown that in

the limiting case each source effectively takes feedback from the most expensive

link on its path only. It was also illustrated that this scheme requires link prices to

become unbounded.

Therefore a practical implementation of WMMF in a sumnet architecture is

not possible whereas a practical implementation of a maxnet is straightforward.

This suggests that practical algorithms for achieving (W)MMF should explicitly

work with the maximum of the link prices and use undistorted utility/demand

functions.
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Chapter 3

Charging PFC congestion prices

Within the price-based flow control (PFC) framework we introduced prices as

the central control variable without the necessity that users are actually charged

these prices in the first place. However, in Section 1.3 the idea of really charg-

ing customers these prices was mentioned as a possible application of the PFC

framework. This is a straightforward idea of using the accurate price information

given by price-based flow control algorithms for a purpose known as congestion

pricing.

Definition 14 Congestion pricing is the concept of charging customers for net-

work usage in a way that discourages the use of resources during times of conges-

tion.

Congestion pricing in the Internet has received much interest within the re-

search community over the last years. Pros and Cons of this idea were discussed

and implementation concepts like for example auction-based algorithms were pro-

posed. In this chapter we align the concept of using PFC prices for congestion

pricing purposes with existing congestion pricing research.

When we analyzed flow control schemes in today’s Internet in Sections 1.2.1

and 1.2.2, it was shown how packet loss and delay can be interpreted as prices
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in the PFC framework. One use of congestion pricing is to replace these non-

monetary disincentives for using the Internet during congestion periods by a mon-

etary disincentive, paving the way for a low-loss, low-latency Internet. We there-

fore restrict our analysis to price communication through explicit entries in ac-

knowledgment packets, for example in the form of explicit price notification as a

digital number or in the form of ECN marks (see Section 1.1.3) excluding implicit

price communication through packet loss or delay.

Definition 15 Charging PFC prices is the concept of charging customers conges-

tion prices as determined and explicitly communicated by price-based flow control

algorithms.

The goal of this chapter is to align this idea with existing congestion pricing

research, compare it with other congestion pricing algorithms and show problems

that arise when pursuing it.

In Section 3.1 we introduce arguments for and against congestion pricing in

general. However, it cannot be predicted whether congestion pricing will ulti-

mately come about or not. Instead a scenario of the future will be pointed out

where congestion pricing would be necessary to offer certain services within the

Internet. The remainder of this chapter applies to the case where this scenario

becomes a reality.

With major purposes and obstacles of congestion pricing in mind, a literature

review on major implementation concepts of congestion pricing will be given in

Section 3.2. It will be interesting to see how other congestion pricing algorithms

gain their price information, compared to charging PFC prices where existing

price information from flow control algorithms is reused.

In Section 3.3 we will analyze specific problems when implementing the ap-

proach of charging PFC prices, give ideas how to solve them and compare them

with similar problems arising in other congestion pricing concepts.
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3.1 Congestion pricing: pros and cons

Traditional approaches to congestion control see the Internet as a cooperative net-

work. Transport protocols such as TCP rely on users cooperating in the manner

mandated by the protocol designers. When the Internet evolves from the current

best-effort system to a network offering differentiated services, users might be-

have less cooperatively. Congestion pricing deals with the case of non-cooperating

users.

We will elaborate on three aspects as to why charging congestion prices is an

idea worth exploring:

• It makes users reveal their true utility function.

• It is well supported by the important economic approach of “internalizing

externalities”.

• It is a better way of dividing the costs for existing infrastructure and gener-

ates revenue for capacity expansion.

We will also elaborate on two arguments for why congestion charging might ul-

timately not be implemented in telecommunication networks in the foreseeable

future.

• Users do not want usage sensitive billing.

• Rapidly growing bandwidth supply makes congestion pricing unnecessary.

In the end of this section a scenario will be pointed out in which congestion

pricing will be necessary in order to deliver certain services.

3.1.1 Revealing users’ utility functions

It was described in Chapter 2 how the use of price-based network flow control can

lead to an Internet where network resources are shared in a way that the overall
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benefits gained by using these resources are optimized, either in the sense of so-

cial welfare maximization or weighted max-min fairness. However both concepts

depend on all users acting according to their true utility and demand functions.

But how do we make users reveal their true utility functions ? A well known

tool in economics is to charge users the real prices in order to reveal their utility

functions [GK99b].

3.1.2 Internalizing Externalities

When sharing a resource, users often only take into account their own costs and

benefits from usage, but ignore the congestion, delay, or exclusion cost they im-

pose on other users. In ecology this phenomenon is called the “tragedy of the com-

mons” [Har68], economists refer to it more neutrally as an “externality” [MV91].

Definition 16 An externality is a cost (or benefit) of a good that does not accrue

to the consumer of the good.

Negative externalities became an economic issue in the early 20th century,

when Arthur Pigou proposed a tax representing the difference between the marginal

private cost and the marginal social cost of a good that exhibited externalities [Pig20].

This tax would internalize externalities and therefore force users to evaluate their

costs to society before acting. Externalities play an important role in many ar-

eas such as environmental pollution, deforestation, and also (without any moral

implication) traffic congestion. When drivers consider only their private costs of

travelling, the use of popular roads might cause traffic jams. Charging usage based

road tolls on certain roads is used in cities like London and Singapore in order to

reduce traffic congestion during peak hours [Eco04].

The monetary equivalent to externalities is often difficult to determine, for

example the cost of environmental pollution. Note recent attempts to use market-

based tools for reducing greenhouse gases in the Kyoto protocol, where the price

of emission rights is determined by the trading of these rights. However, the
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available number and distribution of these rights has to be established arbitrarily

somehow, as the capacity limit for greenhouse gases cannot be determined unam-

biguously and real monetary costs because of pollution are even more difficult to

determine.

In contrast, the capacity limits of links in wired data networks are well known

to the operator. Therefore the monetary equivalent for congestion externalities in

data networks can be determined easily, considering that the PFC scheme already

inhibits the trading process needed to determine meaningful congestion prices.

Therefore charging PFC prices is an especially elegant application of the convinc-

ing economic concept of internalizing externalities.

3.1.3 Generating revenues

The costs for building and maintaining a communication network are to a very

large extent fixed costs that do not vary with the utilization of the network. From

this point of view it makes sense to charge customers likewise a fixed amount per

month for the right of unlimited access to the network in the first place. This can

be perceived as unfair, as some users simply use the Internet more frequently than

others.

This leads to the reasoning that the cost of the network should mostly be paid

by those people who use the Internet most often, which is realized by the concept

of usage based pricing as it is for example offered by most German communica-

tion providers where users are charged either per hour or per megabit1.

However, note that this reasoning is just an incomplete step towards conges-

tion pricing. Why should someone pay more for long or high-volume file transfers

if these are at a time or on a route where they are not causing any congestion ?

Therefore also from the point of view of covering the cost for building and main-

taining a network, a congestion dependent charge is worth exploring.

1This is the case for the major providers Lycos, GMX, Tiscali, T-Online and AOL [Jan04].
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MacKie-Mason and Varian suggest that congestion charges “not only discour-

age usage when congestion is present, but they also generate revenue for capacity

extension. Indeed, it has long been recognized that under certain conditions the

optimal congestion price for a fixed amount of capacity will automatically gener-

ate the appropriate amount of revenue to finance capacity expansion” [MMV95a].

3.1.4 Users do not want congestion pricing

Despite the described advantages of congestion pricing, some researchers doubt

that it will be succesful for mainly one reason: the question to which extent users

are willing to accept usage sensitive billing. Brisco et al. performed user experi-

ments where they found “strong evidence that customers find dynamic pricing un-

acceptable” [BDH+03, p.4]. Odlyzko researched Internet pricing and the history

of communications and concludes, that although price and quality differentiation

are spreading to many services and products, “it appears that as communication

services become less expensive and are used more frequently, those arguments

lose out to customers’ desire for simplicity. In practice, user preferences express

themselves through willingness to pay for more simple pricing plans. In addition,

there is a strong “threshhold” effect to usage sensitive billing. Even tiny charges

based on utilization decrease usage substantially” [Odl01, p.493].

3.1.5 Rapidly growing bandwidth makes congestion pricing un-

necessary

Odlyzko extends his case against congestion charging to the viewpoint of telecom-

munication service providers. He argues that with costs for telecommunication

services falling over time, simplicity prevails over the need to operate a network

at high utilization levels and to extract the highest possible revenues [Odl01]. At

least for the backbone this seems to be consistent with how the current philosophy

of major service providers was described in two presentations at the University
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of Melbourne. Jennifer Yates from AT&T Labs (USA) points out that IP routers

generally are not very reliable and therefore reliability “is achieved by throwing

capacity at it”2. In this case it means that in the AT&T Network generally each

access router is connected to two backbone routers in order to enhance reliabil-

ity. In describing his experiences at Sprint Telecom (USA), Nicolas Hohn states

that highly overprovisioning the network is seen to be the most efficient way to

address problems and ensure the strict adherence to Service Level Agreements.

For example Active Queue Management algorithms like Random Early Dropping

(RED) that are available on the latest generation routers in order to achieve higher

utilization, are currently not enabled by Sprint as the parameter setting is consid-

ered too cumbersome3.

Also, the available data samples on selected routers within the Sprint network4

indicate substantially low utilizations for the observed links5. This is in line

with another claim of Odlyzko, that the average utilization of the Internet back-

bone was only 10% to 15% of link capacities in 2003 [Odl03] and other statistics

that currently only “11 percent of available undersea bandwidth globally is being

used” [Bel04].

However note that this argument currently is mainly brought forward for the

Internet backbone. This still leaves room for congestion in access networks which

2This citation is based on a public lecture of Dr. Jennifer Yates at the University of Melbourne

on Friday 19th March 2004. The topic was “IP and Optical Integration: Design Choices and

Tradeoffs”.
3Private conversation with Nicolas Hohn, who was with the Sprint Advanced Technology Lab-

oratories, in Burlingame, CA, USA [HVPD04] in 2003.
4Within their “IP Monitoring Project” Sprint provide detailed data samples for some of their

routers on selected dates, showing link utilization, number of active flows, traffic breakdown by

protocol, traffic breakdown by application and packet size distribution.
5For example the sample on August 13th, 2004 (consisting of the data of 11 optical links)

shows that even the link with the highest average utilization is only utilized at 45% over 24

hours and the link with the lowest 24 hours average utilization is utilized at 1.9 % (Source:

http://ipmon.sprintlabs.com/ packstat/ packet.php?030813).
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flows have to cross in order to reach the backbone. As the cost structure for band-

width expansion in the access network is likely to be different to the backbone,

it is certainly possible that in this area telecommunication service providers are

more favourable to using existing infrastructure more efficiently by introducing

congestion pricing tools, instead of investing in capacity expansion.

3.1.6 Discussion

In the context of splitting the costs of communication networks in a “fair” way,

the proposal of congestion pricing (Section 3.1.3) stands against users’ wishes

for simplicity (Section 3.1.4). Note that current practice of time-based charges

or volume-based charges can be seen as an incomplete step towards congestion-

based charges.

The simple flat-rate solution does not offer the steering effects of congestion

pricing, which are theoretically founded by the concept of internalizing external-

ities. Therefore a simple pricing plan will most probably lead to higher traffic

volumes at peak times. This is where the growing bandwidth argument becomes

crucial.

There is a scenario where rapidly growing bandwidth in the Internet backbone

as well as in the access network (e.g. through fibre-to-the-home) will for the

foreseeable future prevent the occurance of significant congestion and in this case

it is probable that users will not be willing to accept congestion charging schemes.

To give any evaluation on the probability of this happening is out of the scope of

this thesis.

However, there is also a scenario where an increasing number of high band-

width applications (like e.g. peer-to-peer file sharing and video-on-demand ser-

vices) lead to a higher congestion level in the network or parts of it, which dis-

rupts real time applications (like VoIP, video conferencing and video-on-demand

services). In this scenario, where certain services cannot be delivered because of

too much congestion in the network, there will be a case for congestion pricing.
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The remainder of this chapter applies to the case where this scenario becomes

a reality.

3.2 Literature review on proposed congestion pric-

ing schemes in the Internet

The vast number of proposals for congestion pricing schemes can be classified in

three dimensions [YKG03]:

• Static vs. dynamic: describes whether the prices for the network resources

are varying with time or not.

• Per-packet charging vs. per-contract charging

• Pricing prior to service vs. posterior to service.

The class of dynamic pricing can be differentiated into schemes that work ei-

ther by auction or by groping process. See the discussion in Section 1.1.1 on why

we use the term “groping process” instead of “tâtonnement process” that [WS02]

use originally. In an auction, the information in the users’ bids is used to fix

the price in one step such that aggregate user demand meets bandwidth supply.

In groping (t̂atonnement), the price and respectively users’ bandwidth demands

are updated iteratively until the aggregate user demand meets bandwidth sup-

ply [WS02].

A contract, in the second criterion, can refer to any agreement that includes the

transmission of more than one packet. Note that this requires additional overhead

communication to specify the details of the contract. The third criterion refers

mainly to the question of whether the price of the transmission is determined in

advance.

In this section, implementation proposals for congestion pricing schemes will

be reviewed and classified using the above criteria. The classifications are sum-
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marized in Figure 3.1 on page 74. We furthermore comment on major advantages

and disadvantages of each idea. We restrict ourselves to the core papers and major

lines of thinking in the context of today’s Internet. The remainder of this section

is structured according to the first criterion.

3.2.1 Separate traffic classes with static prices

Paris Metro Pricing

Odlyzko, who is advocating the idea of separate traffic channels with static prices,

is frequently cited for his Paris Metro Pricing for the Internet (PMP) [Odl99]. It

is inspired by the Paris Metro system where until the 1980s 1st class and 2nd

class cars were identical in number and quality of seats. The only difference was

that 1st class tickets cost twice as much as 2nd class ones and therefore 1st class

cars were less congested. So, PMP partitions a network into several logically

separate channels, each of which treats all packets equally on a best effort basis.

The channels only differ in the fixed prices that are paid for using them. Channels

with higher prices attract less traffic and therefore provide better service, although

there are no formal guarantees of QoS.

For an implementation the use of 3 or 4 channels is proposed where prices

jump by a substantial factor, around two, from one channel to the next [Odl99,

p.2]. There are three possible bandwidth sharing policies:

• Each channel is assigned afixed fractionof the capacity of the entire net-

work. If there is no traffic submitted for one priority class the bandwidth

cannot be used by other classes.

• Priority service: In each router packets in a more expensive channel are

strictly handled before packets in a less expensive channel.

• Use round-robin scheduling (described in Definition 13) on the basis of

traffic classes. So each scheduler considers all packets belonging to one
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traffic class as one session.

Note that in Section 2.3.5 we described how regular round robin scheduling

for flows s achieves max-min fairness, however this is not necessarily the case

for round robin based on traffic classes. In contrast, Marbach’s priority pricing

(an implementation of separate traffic classes with priority service) was shown in

Section 1.2.6 to achieve weighted max-min fairness for a continuum of priorities.

This scheme will now be described in more detail.

Priority Service

Marbach analyzed in detail a scheme of separate traffic classes with priority ser-

vice [Mar03, Mar04]. We introduced the more theoretical work [Mar03] in Sec-

tion 1.2.6 which shows that WMMF is achieved; the more practical work [Mar04]

concentrates on implementation questions.

Consider a network which supports a continuum of priorities [Mar03] or a

finite number of priority classes [Mar04]. Sources is charged a fixed priceui per

unit bandwidth for submitting traffic with priorityi where high priority traffic is

more expensive. Traffic is served at each node according to a strict priority rule. It

is assumed that there exists a feedback mechanism that allows users to determine

their current loss probabilities and it is supposed that users perceive QoS only as

a function of their throughput.

The most important implementation decision is that users are charged for

packets submitted to the network rather than for packets actually delivered. This

assumption simplifies the implementation and it is furthermore shown in [Mar04]

that it is necessary to encourage users to reduce their transmission rate in case of

congestion. For this reason priority service can also act as a congestion control

algorithm. Without this assumption users would have no incentive to stop sending

packets to a congested channel.

However it is questionable if users will accept the idea of paying for dropped

packets. Furthermore, priority service might be perceived as unfair because high
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priority packets are allowed to block lower priority packets completely [Odl99].

Even though the prices for every priority class are static, the user experiences

a dynamic component. As mentioned in Section 1.2.6, in equilibrium for every

link in the network there exists a pricêul such that the transmission probability is

1 for all flows with priorityu ≥ ûl and 0 otherwise. Flows chooses its priority

us to be equal to the highest̂ul on its path. However, in a dynamic network the

ûl of each link will fluctuate and therefore the optimal priority of a sources will

fluctuate as well, so the user experiences a dynamic component.

Despite this argument PMP as well as priority service are widely classified

as static pricing models, as the prices for each priority class are fixed. Priority

service uses per packet charging where the transmission price is determined prior

to service.

3.2.2 Auction-based algorithms

Besides their theoretical work about congestion pricing in general [MMV95a,

MMV95c], MacKie-Mason and Varian introduced the idea of Smart Market [MMV95b]

as one method to implement efficient congestion prices. The basic idea is that each

packet includes a token in its header, indicating the highest price the user is will-

ing to pay. A “network gateway” sorts the bids and admits to the network only

as many packets as can be accomodated. Users do not have to pay their bid, but

only the value of the minimum bid that just misses out on being admitted to the

network6.

Even though MacKie-Mason and Varian use the termnetworkgateway, the

proposal is only explicit for a single link. For a network with several links it is

questionable how a network gateway could handle traffic for different paths and

how the auction algorithm could be coordinated between flows sharing a link, en-

6This is a Vickrey auction where then bidders with the highest bids gain acces at then + 1-st

highest price bid. This “second bid” auction scheme is considered useful to make users reveal

their true preferences [HCB01].
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tering on separate network gateways. To our best knowledge and that of [Mar03]

there is no literature on how to effectively extend the Smart Market to a network

case. A scheme where auctions are performed at every bottleneck link is con-

sidered unworkable by [HCB01], because of problems occuring in a large inter-

network.

Another approach comes from [SLCL01]. For their second price auction algo-

rithm in a DiffServ environment they first assume that a network can be abstracted

into a single bottleneck capacity. They then target the modelling of a large net-

work by subdividing it into a set of interconnected networks, each of which can

be abstracted into a bottleneck capacity. Service Bandwidth Brokers then bid for

capacity in several sub-networks. However there has been no answer to date on

the critical question how such an approach would scale with maybe thousands or

millions of relevant sub-networks over the whole Internet.

Because in this auction-based system the market-clearing price is fluctuating,

we can classify it as dynamic pricing with per packet charging where the price is

determined prior to service.

3.2.3 Dynamic pricing by groping-process

The price-based flow control algorithms of Kelly et al. and Low and Lapsley were

described in Section 1.2. In this section, for both frameworks, we will introduce

the simple extension to charge users these PFC prices. Obstacles to this appraoch,

as identified in literature, and further extensions are described.

Low and Lapsley’s algorithm

In Low and Lapsley’s framework, network feedback in the form of prices can

be given through packet loss, delay or marking. It is pointed out that this price

feedback “may or may not be part of the charge a user pays” [LL99b, p.9]. It is a

goal of Section 3.3 to discuss the opportunities and problems of such an approach.
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Kelly et al.’s algorithm

In [GK99b] price feedback is given through ECN marks. The authors propose to

charge users a fixed small amount for each mark received. The ECN marks pro-

vide end nodes with the necessary congestion control information and the charg-

ing gives the correct incentive to use the network efficiently. In this approach, as in

Low and Lapsley’s, the cost of transmitting a packet is only determined when the

packet arrives at the receiver. Therefore, in both approaches, the dynamic prices

per packet are determined and charged posterior to service.

Perverse incentive to increase congestion

Anderson, Kelly and Steinberg point out that the congestion charging approach

“produces a perverse incentive for the owner to increase congestion, e.g., to make

side payments to some users to generate sufficient traffic so as to maintain a state

of high congestion.” [AKS02, p.4]. To solve this problem the authors propose a

mechanism in which congestion payments are solely made between users. These

congestion payments for a certain period of time are based on a comparison of

the proportion of marks they generated with the proportion of capacity they have

contracted. The (long term) contracts are sold by the network owner who only

receives a flat fee.

The occurance of such an incentive will be analyzed in Section 3.3.5. It will

be shown that it can be explained by the price setting process of a monopolistic

seller. Note that the proposed solution would not prevent a monopolistic seller

from increasing prices by other means.

Pricing over Congestion Control

Yuksel et al. [YKG03] approach the combination of Congestion Pricing and Con-

gestion Control within the DiffServ architecture. They base their work on two

major assumptions:
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Figure 3.1: Classification of different congestion pricing schemes.

• Pricing schemes that require upgrades to all routers will eventually fail in

implementation phase as Internet routers are owned by different entities

who may not be willing to cooperate in upgrading routers.

• Humans cannot interact on the small timescales of today’s congestion con-

trol algorithms.

The second assumption is based on Yuksel et al.’s research on Pricing Granularity

for Congestion-Sensitive Pricing [YK03], where they point out that the highly

variant Internet traffic requires congestion control algorithms that work on very

fast timescales (usually in the order of milliseconds) and that therefore pricing

intervals for congestion sensitive pricing should be 2-3 seconds for most cases in

the Internet. Both assumptions will be discussed in detail in Section 3.3.

In their solution the authors distinguish between edge and core routers.

Definition 17 Edge routers of a network or subnetwork are the nodes where flows

enter and leave the (sub-) network. Core routers distribute flows within the (sub-)

network.
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To address the first problem, [YKG03] propose a system that only requires

upgrades to the edge routers. This is done (roughly) by having the edge routers

estimate capacity (closed loop estimation) and congestion levels of a path instead

of taking price feedback from all the core routers. However, we want to point

out that as this scheme requires an update of all edge routers, the above argument

of the problem of non-co-operation between different entities still holds, because

edge routers of the Internet are owned by different entities. We will describe in

Section 3.3.4 why it is a mandatory requirement of all congestion-pricing schemes

to update either all edge routers or certain core and edge routers in a (sub-) net-

work. The idea of estimating congestion prices in the edge routers in order to

spare implementation costs in all other routers remains an interesting idea.

To address the second problem, Yuksel et al.’s architecture “Pricing over Con-

gestion Control” (POCC)7 overlays congestion pricing on top of an underlying

congestion control scheme. When smoothing prices towards the customers, again

the edge routers play an important role. The scheme ensures that queues are build-

ing up at the edge routers instead of at the bottleneck in case of a shift to higher

bandwidth demand. However this requires access from the edge router to the

network to be throttled and it is a major question how the throttling parameters

for each edge router could consider individual and dynamically changing require-

ments of sources attached to the edge routers.

Recapitulating, the POCC architecture incorporates smoothed dynamic pric-

ing with per packet charging posterior to service. The major idea is to have as

many processes as possible happening at the edges without changing the core of

the network.
7This architecture incorporates an earlier proposal for Distributed Dynamic Capacity Contract-

ing [YK02].
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Figure 3.2: The Pricing over Congestion Control architecture [YKG03].

3.2.4 Other frameworks

Resource Negotiation and Pricing Protocol

Wang and Schulzrinne [WS00, WS01] introduce a comprehensive Resource Ne-

gotiation and Pricing Protocol (RNAP) where an automated “Host Resource Ne-

gotiator” agent acts on behalf of the customer and negotiates the conditions for

carrying an individual data transmission contract with an automated “Network

Resource Negotiator”. As the resulting price of the negotiation depends on the

current traffic conditions, it is dynamic pricing, very similar to an auction but

without a mandatory auction rule.

We assume that this per contract charging prior to service is likely to be ac-

cepted by most customers, as the price is known in advance and fluctuating prices

are not affecting customers during a contract. However, the negotiation requires a

lot of coordination messages between the entities: e.g. Query messages, Quo-

tation messages, Reserve messages (can be admitted, denied, partly admitted)

and Commit messages. As [YKG03] point out the value of the RNAP proposal

lies in the detailed description of how to implement admission control and con-

gestion pricing, however they also point out the excessive implementation over-

head [YKG03].
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Market Managed Multi-service Internet

A very broad framework on Internet pricing is delivered by [BDH+03] with their

Market Managed Multi-service Internet (M3I). This work incorporates several dif-

ferent concepts of congestion pricing, including an implementation of separate

traffic classes with static prices (even though surprisingly Odlyzko is not cited), an

implementation of Kelly et al.’s congestion pricing scheme, an admission control

scenario and a scenario that considers only long time-scale pricing. This frame-

work sees itself as an alternative to the DiffServ framework for which the authors

see major disadvantages, mainly that it embedds a certain business model into the

network.

3.3 Selected problems and possible solutions when

charging PFC prices

In the preceding section we introduced congestion pricing schemes using separate

traffic classes with static prices, as well as schemes with dynamic prices which

are determined either by auction or by groping process. Each of these congestion

pricing schemes could be used as a basis for flow control, where the resulting flow

control algorithms could consequentially be labelled (congestion) pricing-based.

Notice the different role of the network prices. The two non-groping schemes

do not necessarily require the network to communicate prices to the sources. In

both those schemes the sources select a price, either by choosing a priority or

giving a bid, and then they only need to be communicated whether the packet was

transmitted or not. They can then find out the price by varying their priority or

bid. In contrast, the groping process requires the network to communicate the

actual transmission price (or a function thereof) to the source which then adjusts

its demand according to the communicated price.

The PFC architecture in this work, as defined in Section 1.1.1, and hence
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the question of charging PFC prices is restricted to mechanisms using a groping

process. In Definition 15 only schemes are considered that communicate prices

through an explicit entry in the acknowledgement packet. This could be the ex-

plicit communication of price information (as a digital number) or the concept of

ECN.

For the following analysis we assume a sumnet architecture and users acting

according to undistorted utility and demand functions, achieving social welfare

maximization.

In a concrete implementation the edge routers of the sender have to keep track

of the charged amounts for each user and provide this data to the Internet Service

Provider’s billing system. Two interesting practical implementation questions are

how to prevent the users from cheating and how to implement a receiver-pays

mechanism. This will be the first aspect to be analyzed. Subsequently the follow-

ing problems will be approached:

• There are users who do not want usage sensitive billing at all. How can they

be integrated into a congestion pricing system ?

• Humans cannot react on the low timescales on which congestion control

algorithms work and/or they are assumed not to like fluctuating prices. How

can this be approached ?

• How can a new congestion pricing system be deployed in the face of poten-

tial problems with non-cooperation of the different entities that own Internet

routers ?

• What range has the incentive for network providers to artificially increase

congestion ?

These are the major problems as identified in the literature (Section 3.2). In the

following these issues will be analyzed in more detail and some thoughts will be

given on how they could be approached. Even though the above research questions
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are identified explicitly for the scheme of charging PFC prices, it will be shown

how they affect other congestion pricing schemes, using auction or separate traffic

classes, as well. On this basis it will be argued in the discussion that, despite all

drawbacks, if congestion pricing becomes necessary to maintain certain services,

the framework of charging PFC prices will be a good possible solution.

3.3.1 Implementation of a receiver-pays mechanism

Social welfare maximization was introduced in this work as maximizing the sum

of all senders’ utilities. However, it has to be questioned whether this is the rele-

vant measure, as the main beneficiary of data exchanges is often the receiver. For

any theoretical model this is not such an important question as it can always be

assumed that the sender acts on behalf of the receiver and knows his or her prefer-

ences. There might even be payments through some off-line means, e.g., through

subscription, pay-per-view, or indirectly in the case of advertising-supported con-

tent. For a practical implementation, however, it is an issue how difficult it is to

realize a receiver-pays service, similar to existing reverse-charge services for tele-

phone (as the 0-800 service by Deutsche Telekom or 1-800 numbers by Telstra)

and postal mail.

We therefore introduce the following idea for an easy implementation of a

receiver-pays service within an ECN architecture. When the data packet arrives at

the receiver it contains the cost of the transmission in its ECN field. The receiver

can indicate that he takes the payment by clearing the ECN field in the correspond-

ing acknowledgment packet to zero. The receiver’s edge router has to keep track

of the number of ECN marks on all incoming packets and compare them with the

number of ECN marks on outgoing acknowledgment packets. The difference has

to be paid for by the receiver. For a source the risk is limited to having to pay for

some few packets until it realizes that the receiver does not pay.

This mechanism deals constructively with the existing incentive for the re-

ceiver to delete ECN marks in order to make the source increase the flow rate
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despite congestion occuring which was described in Section 1.1.3. In order to

prevent sources and receivers from harming each other no user should be allowed

to artificially add ECN marks.

An implementation of charging PFC prices requires sender and receiver edge

routers to keep track of the amount of incoming and outgoing ECN marks. They

can then provide this data to the Internet Service Provider’s billing system and

serve as verification instances to prevent users from manipulating the ECN field.

3.3.2 Users who do not want usage sensitive billing at all

It was described in Section 3.1.4 that there will be users who do not want usage

sensitive billing at all. Consider the following idea how to deal with this.

Two different channels are implemented. One of them carrys best effort traffic

without usage sensitve pricing, the other requires congestion pricing. Although

this proposal comes from a different background than the static pricing schemes

with different traffic classes in Section 3.2.1, there are similar implementation

questions. Note that if one channel were to have strict priority over the other, the

unprivileged channel will not have any network access during congestion periods.

Furthermore note that the best-effort channel will need its own congestion control

algorithm, such as TCP for instance.

This scheme gives different users the choice to use or not the low-loss, low-

latency congestion pricing channel. The same choice of course exists for different

applications of each user. There are services that will need to use the congestion

pricing channel (probably most real time data transmission like tele-conferences,

video-on-demand) and services that do not. By offering the two different channels

the application can choose which channel to use and one can avoid requiring the

network to define which service needs which channel. This is consistent with

Internet philosophy of keeping as much control at the end nodes as possible.
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3.3.3 Fluctuating prices

As described in Section 3.2.3 humans cannot react on the low timescales on which

congestion control algorithms work. This is linked to the problem that users are

assumed not to like fluctuating prices.

• Software Agents: As congestion control is performed in today’s Internet by

TCP without human interaction, also in a price-based network flow control

environment automized agents can act on behalf of the user. In order to take

full advantage of this system this would involve some parameter-setting in

order to model the users’ utility functions as exactly as possible, however

there could be ready-made templates for different kinds of applications so

that normal users would not have to bother with the parameter-setting at all.

For users who would want to have more control of their network, simple

software applications are conceivable that give the user information about

the current congestion status of the network in a simplified manner, maybe

showing by color whether the price or some average price measure exceeded

a certain value.

• Smoothing source prices8: Assume that there is a certain rate of price fluc-

tuations that sources are able (willing) to cope with, then prices could just

be smoothed to an extent that fluctuations do not exceed this level. As this

restricts the dynamics of the system in a way that the system reacts more

slowly to changing traffic conditions, temporary underutilization or filling

of the buffers leading to higher delays and eventually packet losses can be

the result. To avoid buffer overflows the network can be run at a lower tar-

get utilization than 100%. So for given buffer sizes and a given level of

demand fluctuation there is an interrelationship between the extent to which

8The proposal of [YKG03] falls into this idea, however their pricing over edge-to-edge con-

gestion control is a special case.
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fluctuations are smoothed, target utilization of the network and packet loss

probability.

• An insurance against rising prices: Assume that some customers are will-

ing to cope with fluctuating prices whereas other customers want to insure

themselves against prices rising above a certain threshhold. As these users

can therefore send at a certain rate regardless of the actual congestion level,

this corresponds to a minimum rate guarantee. What is the value of such a

minimum rate guarantee ?

This can be determined using methods from finance. Banks offer to insure

mortgage rates of their customers with a so called “interest rate cap”. Such

an interest rate cap means that if interest rates (equivalent to connection

prices) for a certain loan (equivalent to the guaranteed transmission rate)

exceed a certain threshhold, the bank only charges this threshhold. The price

for such a rate cap can be determined using financial derivatives pricing

based on the Black Scholes formula.

Fluctuating prices are a result of fluctuating bandwidth demand due to con-

stantly changing traffic conditions. These fluctuating traffic conditions are a fact

in today’s Internet and they have to be faced by any congestion charging scheme,

including auction-based schemes and traffic-class schemes. So the prices at which

flows in an auction-based scheme are admitted to the system will fluctuate as well

as those priorities customers are obliged to choose in a priority service.

As questions of dynamics are beyond the scope of this work this issue will not

be further elaborated on. However, the second and the third point shall be marked

out as interesting possible research questions.

3.3.4 Deployment of a congestion charging scheme

As described in Section 3.2.3, Yuksel et al. believe that a system that requires

updates to all routers in the Internet will fail in implementation phase due to non-
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co-operation of the different entities that own Internet routers [YKG03]. However,

it was shown that their approach where only edge routers have to be updated does

not really solve the problem because it is hard to establish why all the different

entities in the Internet should co-operate in upgrading edge routers when they are

not willing to co-operate in upgrading the core routers.

A more structured approach to the above question must start with the acknowl-

edgment that when a congestion charging scheme is deployed in any network

(which can be a sub-network of a larger network), it is a necessary property that

either all edge routers or certain core and edge routers have to be updated in this

network before the system can be used.

As congestion pricing schemes can provide low-latency and low-loss service,

it is important that no flows can use this network or traffic class (see 3.3.2) that

are not controlled by congestion charging. This requires either a strict update of

all entry points to the network (edge routers) or an update of all network routers

(edge and core) in a sense that congestion-charge-controlled traffic can be distin-

guished from no-charge-controlled traffic. However, for the latter case only those

routers need to be upgraded that schedule traffic onto links that are vulnerable

to congestion. This concession is for example referring to routers in the Internet

backbone where even during peak times no congestion occurs (see Section 3.1.5)

and hence all traffic can be handled without a problem. So the update would

mainly be necessary for all routers within the access networks.

Overall, the question of incremental deployment is less a question whether ei-

ther edge routers or core routers need to be updated, but it is a question of finding

(sub-) networks that are not affected by the co-operation problem. In practice, a

more suitable approach to the co-operation problem could be that services depend-

ing on congestion charging are offered first by large network operaters within their

network. For example nation-wide operators like Telstra in Australia or Deutsche

Telekom in Germany could provide such a service within their network and pos-

sibly the networks of a small number of other co-operating operaters. Consider
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that co-operation won’t be such a big problem in the case of customer demand for

services that require congestion pricing and attractive business cases as a result.

Note that the deployment problem applies to all different congestion pricing

schemes. It is worth mentioning that for the proposed scheme of charging PFC

prices currently good groundwork is layed in this practical question. We identi-

fied ECN as a possibility to communicate prices within this scheme. The concept

of ECN ultimately requires ECN-capability on every router where congestion can

occur. However, one of ECN’s explicit design goal was to be incrementally de-

ployable [RFB01]. Following the ECN proposals from the Internet Engineering

Taskforce (IETF) [RFB01, BCC+98], Cisco included ECN on its IOS Operat-

ing System with the 12.2(8) release [Cis03]. With the dominating manufacturer

of Internet routers including ECN capability, the gradual deployment of ECN is

currently happening, preparing the ground for congestion pricing on this basis.

3.3.5 Bandwidth provider monopoly

In Section 3.2.3 we described Andersen et al.’s assumption that when charging

PFC prices there exists a perverse incentive for a network provider to artificially

increase congestion [AKS02]. In this section we analyze this behaviour and show

how it can be explained by the short-term price setting process of a monopolist.

Analyzing long-term price-setting and bandwidth provisioning of a monop-

olist can be quite involved, as for example in [MMV95a] (with two-part tariffs)

and in [MV91] (with “Ramsey pricing”). However, in this section a very simple

model can be used to adequately model the short-term revenue maximization of a

monopolistic owner of a single link network when charging PFC prices. On the

basis of this model it will be shown that artificially reducing link capacity leads

to the same effect as directly increasing the price. The revenue maximizing price

can be identified and the existence of an incentive to increase congestion will be

shown for some cases.
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Consider the aggregate bandwidth demand

yl(pl) =
∑

s∈S(l)

xs =
∑

s∈S(l)

Ds(qs)

whereqs = pl for a single link network. The aggregate bandwidth demand is

strictly decreasing inpl, so rising prices necessarily lead to falling demand.

The link provider’s revenue can then be calculated as a function of the link

price:

revl = pl ·
∑

s∈S(l)

Ds(pl). (3.1)

Revenue is zero forpl = 0.

Consider the link to be in an equilibrium state, where the link pricep∗l leads to

an aggregate bandwidthy∗l equalling the unrestricted link capacityc∗l . Increasing

the link price to a valuep′l > p∗l will lead to a decrease in bandwidth demand to a

levely′l < y∗l and the link is underutilized.

The same price/bandwidth combination is achieved when the capacity is arti-

ficially limited to a valuec′l = y′l. With a smaller supply at unchanged demand the

link price algorithm (e.g. the one of Low as presented in Section 1.2.4) will lead

to a rise of pricepl. The new equilibrium pricep′l will be determined in a way that

y′l =
∑

s∈S(l)Ds(p
′
l) = c′l. This effect is illustrated in the upper half of Figure 3.3.

This shows that equation (3.1) can be used to model both kinds of action:

increasing prices or artificially narrowing down capacity, which both have the

same impact on price and aggregate sending rates.

The goal of the monopolistic link owner is to find a pricep̂l that maximizes

the revenue function (3.1). The optimization problem is

max
pl≥0

pl ·
∑

s∈S(l)

Ds(pl)

 . (3.2)

Assume the demand functions to be such thatrevl(pl) has a unique local max-

imum which is also global, as the one illustrated in the lower half of Figure 3.3.
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Figure 3.3: Link price, bandwidth demand and revenue of a monopolistic link

owner.

The revenue-maximizing pricêpl can then be determined by establishing the first

order condition
d

dpl

revl(pl) = 0.

Consider three cases:

• For p̂l < p∗l the revenue maximizing allocation cannot be achieved, as the

according bandwidtĥyl exceeds the link capacity. The highest possible rev-

enue of all feasible allocations is achieved forp∗l . There is no incentive to

increase prices or artificially restrict the link capacity. In fact, longt-term

considerations might show an incentive to expand capacity.

• For p̂l = p∗l there is again no incentive to increase prices or artificially

restrict the link capacity.

• For p̂l > p∗l a monopolistic link provider clearly has an incentive to increase
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the link price to the revenue maximizing valuêpl. Alternatively he can

artificially narrow down the link capacity to the value where the marginal

revenue is zero.

This result holds directly for revenue functions as assumed above. This is

for example the case for linear aggregate demand functions which are frequently

used in economics [Lue95, Var99, Hat02]. It is also the case when all sources have

demand functions of the formDs(qs) = xmax,s ·e−ksqs which play a particular role

in flow control literature for their preferrable stability characteristics [WAM04,

PDL01, PWDL04](xmax,s andks are technical variables).

In many other cases, notably that of heterogeneous demand functions of in-

dividual users, the shape of the revenue function can not necessarily be assumed

to be exactly as above. However, it is probable that there exists a unique revenue

maximizing link pricep̂l and the above three cases can then be applied accord-

ingly.

An interesting exception can be shown for a class of aggregate bandwidth de-

mand of the formyl(pl) = w/(pl)
α, α ≥ 0 which is obtained for anyα ≥ 0 when

all sources are assigned demand functions of the formDs(qs) = ws/(qs)
α. This is

Mo and Walrand’s [MW00] class of demand functions (see Section 2.1) which in-

cludes Kelly et al.’s [KMT98, GK99b] elastic user forα = 1 (see Section 1.1.10).

For all α ≥ 1 there is no incentive at all for the link owner to choose a pricepl

different fromp∗, independently of the existing link capacity. This can be shown

to be the case for a monopolistic network owner as well. However, for practical

reasons it is questionable if this phenomenon can be used to encounter the threat

of the above described incentive in a real charging PFC scheme.

Recapitulating, it has been shown that Anderson et al.’s concern of an incentive

to artificially increase congestion [AKS02] is well founded for a monopolistic

bandwidth provider, and the cases where this incentive occurs were analyzed.

These results are relevant for other forms of congestion pricing as well, as

similar manipulations can as well be performed in systems using auction-based
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algorithms, a negotiation framework or priority service. Note that in priority ser-

vice this cannot be done by the choice of the (static) prices for the priority classes.

Marbach showed in [Mar04, Section IV-C] that the bandwidth allocation and net-

work revenue do not depend on the choice of the static prices. This is straight-

forward for the case of an infinite continuum of priorities, because if all classes

just have a higher price, users will collectively choose classes with lower prices.

For the case of a finite number of priority classes, manipulating the price of the

lowest priority class might be an option. In any case, by artificially narrowing

down capacity, users would be forced to compete for the lower bandwidth supply,

resulting in an increase of the price.

It is well known in economic theory that monopolies can lead to a lower output

at a higher price than competition [Var99] and the vulnerability of telecommuni-

cation markets towards the emergence of a monopoly was pointed out [MV91,

MMV95a]. To analyze this threat not only technical features and regulatory ac-

tion (see [MV91, Chapter 7]) have to be taken into account but also emerging

competition between providers using different technologies, such as fixed, wire-

less and broadband cable networks [GS97].

However, even in a principally competitive market the above described short-

term incentives exist if the provider can assume to get away with it. To prevent

this from occuring, technical features and legal regulation should aim to make

price comparison and switching between different providers as easy as possible,

maybe even within a longer single communication session.

3.3.6 Discussion

Compared to auction-based algorithms charging PFC prices has the advantage of a

clearer and simpler implementation concept. As it was pointed out there are huge

question marks about how to implement an auction-based charging algorithm in

a network with several bottleneck links. Note that in charging PFC prices all

the communication is done within existing fields in acknowledgment packets so
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that no additional overhead communication is necessary. Furthermore auction-

based algorithms also have to cope with users that are reluctant to be subjected to

usage sensitive billing and fluctuating prices. Once an auction-based scheme for

a whole network is developed it is likely to experience even bigger problems of

incremental deployment due to higher complexity and it will also be vulnerable

to monopolist action. The elegance of the reverse charging concept for charging

PFC prices is not possible in an auction-based scheme where it is the senders who

bid for bandwidth. Thus, charging PFC prices can be seen to have significant

advantages over an auction-based scheme.

Compared to priority pricing, charging PFC prices has the big advantage that

it does not have the problem where users have to pay for dropped packets. As

prices are communicated directly, users do not need to test different traffic classes

in order to find the price of assured transmission. Note that priority pricing can

only achieve weighted max-min fairness and cannot achieve social welfare max-

imization. This lack of choice has to be counted as a disadvantage as well, as in

principle charging PFC prices can be used to achieve either resource allocation

goal, depending on whether a sumnet or a maxnet architecture is used.

However, it has to be acknowledged that priority pricing has a psychological

advantage in dealing with fluctuating prices. As the price for each traffic class is

fixed (static) users feel that they have more control over the transmission process.

In a system charging PFC prices users might feel at the mercy of a system they

do not understand, feeding them back an abstract price for a good “congestion”

they cannot relate to. In contrast, in priority pricing users choose their traffic

class themselves and when experiencing bad quality of service they can deduce

that this is probably caused by the fact that too many other users want to use this

traffic class as well. Recapitulating, users might be more likely to relate to the

meaning of congestion when they experience bad quality of service than when an

untraceable system increases the charge. Even though rationally the consequences

are the same, users might in this case also feel more comfortable to stop using a
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certain traffic class (either stop sending or “upgrade to a higher class”) than to

obey the price dictate of the flow control algorithm.

Questions of an incremental deployment arise for a strict priority scheme as

well, maybe proposed diffserv technology [BBC+98] could be used to implement

different traffic classes. It was discussed that priority pricing will also be vul-

nerable to monopolist action. The elegance of the reverse charging concept of

Section 3.3.1 is not possible in a priority pricing scheme where senders choose

the traffic class.

Recapitulating, it was shown that, despite all drawbacks, if congestion pricing

becomes necessary to maintain certain services, the framework of charging PFC

prices will be a good possible solution and further research in this field is justified.
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Chapter 4

Summary and conclusions

Based on the work of Kelly et al. [KMT98, GK99b] and Low and Lapsley [LL99b],

a price-based flow control (PFC) framework was introduced and explained.

This framework was used to describe and compare the resource allocation

goals of social welfare maximization (SWM) and weighted max-min fairness

(WMMF) that consider individual requirements of different users as well as more

narrowly defined goals such as proportional fairness and max-min fairness (MMF).

Different characterizations of WMMF were given and it was proved that they are

all equivalent. These include the bottleneck criterion and the concept of lex-

icographic minimization of the source price vector as well as the formulation

of WMMF as a hierarchy of optimization problems. Furthermore, a more con-

cise characterization was introduced whose max-min analogue was not previously

known. This describes WMMF as the limiting solution for infinitely largeα when

minimizing theα-norm of the source price vector.

Analogous to Low and Lapsley’s approach of the SWM optimization problem,

the newly found WMMF optimization problem was subsequently approached us-

ing Lagrange optimization. It could be established that there exists a one-to-one

relationship between the Lagrange multipliers of the WMMF optimization prob-

lem and the link prices in a maxnet. This relationship gives a theoretical founda-

tion to the MaxNet algorithm [WZ02b] and any other maxnet achieving WMMF.
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Several systems achieving (W)MMF were discussed and the implicit or ex-

plicit use of maxnet properties was analyzed. This analysis included a previously

shown WMMF characterization that an arbitrarily close approximation of WMMF

can be achieved in a sumnet when all users act to demand functions which are dis-

torted in a certain way. Also for this scheme it could be shown that in the limiting

regime, in which WMMF is approached, each source effectively takes feedback

only from the most expensive link on its path. A possible task for future research

is establishing the maxnet property as necessary condition for achieving WMMF

in any architecture within a PFC environment.

A very practical application of the PFC framework is the idea of charging cus-

tomers congestion prices as determined by price-based flow control algorithms.

This idea was aligned with existing research on congestion pricing and compared

to other congestion pricing schemes such as auction-based algorithms and prior-

ity service. Important problems when charging PFC prices were described and

ideas for possible solutions were shown. This includes the analysis of a perverse

incentive for the link owner to increase congestion which can be prevented from

occuring by making price comparison and switching between different providers

as easy as possible. Interesting research ideas were marked out, notably the de-

scription of a theoretical framework of smoothing congestion prices and the use of

methods from derivative pricing to determine the value of a minimum rate guar-

antee.

Ultimately, it is the consumers who will decide whether any form of conges-

tion pricing will be deployed in communication networks, such as the Internet.

This will also depend on whether a scenario comes true, where due to a higher

congestion level in the network, congestion pricing would be necessary to of-

fer certain services at all. It was shown that in this case the idea of charging

PFC prices constitutes a simple and convincing solution to offer a low-loss, low-

latency Internet where end-nodes are provided with the necessary information and

the correct incentive to use the network efficiently.
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Appendix A

Frequently used mathematical

symbols

cl Capacity of linkl

c = (cl, l ∈ L) link capacity vector of all links

pl Link price of link l

qs Source price of sources

q = (qs, s ∈ S), source price vector of all sources

xs Sending rate of sources

x = (xs, s ∈ S), rate vector of all sources

yl aggregate bandwidth demand at linkl

Ds(qs) Demand function of sources

D̃(qs) Identical demand function for all sourcess

x = D(q) Vector notation, short forxs = Ds(qs) for all s ∈ S
Dα,s(qs) = Ds(q

1/α
s ), distorted demand function
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L Set of linksl in a network

|L| Cardinality of setL, number of links in the network

L(s) Set of linksl used by a sources

R Routing matrix

S Set of sourcess in a network

|S| Number of sources in the network

S(l) Set of sourcess sharing linkl

Us(xs) Utility function of sources

v↑, v↓ increasing/decreasing permutation of any vectorv

‖v‖α =
(∑

s∈S v
α
s

)1/α
, α-norm of any vectorv

µl Lagrange multiplier for constraintl

ρl(α) = (µl)
1/α, function of the Lagrange multiplier for constraintl

ρs(α) = (ρl(α), l ∈ L(s)), vector of allρl on the path of flows
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Appendix B

Abbreviations

ATM Asynchronous Transfer Mode

AQM Active Queue Management

diffserv Differentiated Services, (specific architecture defined by IETF)

ECN Explicit Congestion Notification

e.g. exempli gratia (for example)

FTP File Transfer Protocol

i.e. id est (that means)

IETF Internet Engineering Task Force

IP Internet Protocol

MMF Max-Min Fairness

PFC Price-based Flow Control

RED Random Early Detection

SWM Social Welfare Maximization

TCP Transmission Control Protocol of the Internet

VoIP Voice over Internet Protocol

WMMF Weighted Max-Min Fairness
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Appendix C

Proof of Theorem 2.1

This proof is taken from [AHLW04], developed by L. Andrew.

Theorem 2.1:Consider demand functionsDs, s ∈ S, and their corresponding

price functions,Ps = D−1
s . Define utility functions as

Uα,s(xs) =

∫ xs

0

(Ps(ξ))
α dξ.

The solution to

max
x

g =
∑

i

Uα,s(xs), (C.1)

subject to (1.8), approaches the weighted max-min fair rate vector for the triple

(P,R, c) asα→∞.

Proof: Let xα be the solution to (2.11) with utility functionsUα,s. It is sufficient

to show that, for anyβ, any convergent subsequence of the sequencexα, α =

β, 2β, 3β, . . . , converges to the unique weighted max-min fair vector.

For an arbitraryβ, let x̄ be the limit of some convergent subsequence ofxα,

relabelledxn, n = 1, 2, . . . , and letUn
s be the corresponding utility functions.

In order to derive a contradiction, assume thatx̄ is not the weighted max-min

fair vector. Then there exists a user,s, whose price,Ps(x̄s), can be decreased by

increasing only the prices of other users,s′, with Ps′(x̄s′) > Ps(x̄s). LetL1(s) be

the set of bottleneck links used by users, andL0(s) be the set of the other links
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used by users. (Note thatL1(s) may contain links which are not the bottlenecks

of s itself, soL1(s) 6= L1(s).) From the assumption that̄x is not the weighted

max-min fair vector, it follows that, for eachl ∈ L1(i), there exists a user, say

u(l), whose pricePu(l)(x̄u(l)) is less thanPs(x̄s).

For eachl ∈ L1(s), define

M(l) =
Ps(x̄s) + Pu(l)(x̄u(l))

2
,

and letM = maxl M(l). Further, define

δ =
1

3
min

[
min

l∈L1(s)
(P−1

s (M(l))− x̄s), (C.2)

min
l∈L1(s)

(x̄u(l) − P−1
u(l)(M(l))),

min
l∈L0(s)

(cl − (AT x̄)l)

]
.

From the convergence ofxn to x̄, there exists ann0 such that for alln ≥ n0 and

for all s′,

x̄s′ −
δ

N
≤ xn

s′ ≤ x̄s′ +
δ

N
(C.3)

whereN = |S| is the number of users. Define a sequence of vectorsyn as follows:

yn
s′ =


xn

s′ + δ if s′ = s

xn
s′ − δ if s′ = u(l) for somel ∈ L1(s)

xn
s′ otherwise.

(C.4)

By the choice ofδ, yn ≥ 0 andATyn ≤ c for n ≥ n0. We now establish a

contradiction with the optimality ofxn. Let

An =
∑

s′

(Un
s′(y

n
s′)− Un

s′(x
n
s′)).

Forxn to be optimal, it is necessary thatAn ≤ 0. Substituting fory,

An = Un
s (xn

s + δ)− Un
s (xn

s ) (C.5)

+
∑

l∈L1(s)

(
Un

u(l)(x
n
u(l) + δ)− Un

u(l)(x
n
u(l))

)
.
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By the intermediate value theorem, there exist numberscns such that

xn
s ≤ cns ≤ xn

s + δ

and

Un
s (xn

s + δ)− Un
s (xn

s ) = δ(Un
s )′(cns )

= δ(Ps(c
n
s ))α(n).

Forn ≥ n0, (C.3) impliescns ≤ x̄s + (δ/N) + δ ≤ x̄s + 2δ. By the first term of

(C.2) and the monotonicity ofPs, Ps(c
n
s ) > M .

Similarly, there are numberscnu(l) such that

xn
u(l) − δ ≤ cnu(l) ≤ xn

u(l)

and

Un
u(l)(x

n
u(l) − δ)− Un

u(l)(x
n
u(l)) = −δ(Un

u(l))
′(cnu(l))

= −δ(Pu(l)(c
n
u(l)))

α(n).

Applying (C.3) givescnu(l) ≥ xu(l) − 2δ, and the second term in (C.2) gives

Pu(l)(c
n
u(l)) < M . ThusR := Pu(l)(c

n
u(l))/Ps(c

n
s ) < 1. Substituting these into

(C.5),

An = δ

(Ps(c
n
s ))α(n) −

∑
l∈L1(s)

(Pu(l)(c
n
u(l)))

α(n)


≥ δ

(
(Ps(c

n
s ))α(n) − |L1(s)|(Pu(l)(c

n
u(l)))

α(n)
)

= δ(Ps(c
n
s ))α(n)

(
1− |L1(s)|Rα(n)

)
,

where|L1(s)| is the cardinality ofL1(s). Since the last term in the parenthesis

tends to 1 asn increases, and(Ps(c
n
s ))α(n) > 0, there is an for whichAn > 0.

This contradiction implies that the assumption thatx̄ was not weighted max-min

fair was false.

(Note there is a typographical error in the last displayed equation in Sec-

tion III of [MW00]; the numerator and denominator of the fraction should be

interchanged.) �
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Appendix D

Proof of Lemma 2.3

This proof is taken from [AHLW04], developed by L. Andrew.

Lemma 2.3: The problemsPn are well defined. The unique solution to the

hierarchy of problems is the min-max fair price vector.

Proof: The fact that allPn are well defined can be shown by induction with respect

to n on the statement that:Qn is well defined and compact,Sn is well defined and

non-empty forn > 0, and the set of rate vectors,D(Qn), is convex.

The base case,n = 0, is straightforward. We now show that if the statement

holds forn− 1 then it holds forn.

The maximization in (2.3) is well defined since it is maximization over a finite

set. The minimization is well defined as it is taken over a compact set,Qn−1, and

the objective,maxs∈Sn−1
(qs), is continuous inq. This establishes thatQn is well

defined.

Let qn be the solution toPn. ThenSn = {s ∈ S : qs = qn ∀q ∈ Qn} is the set

of sources whose prices are fixed atqn inQn. To show thatSn 6= ∅, it is necessary

to show that it is impossible to get a case, such asQn = {(qn, 0), (0, qn)}, in

which all sources can take a value other thanqn for someq ∈ Qn. We will show

that this would contradict the minimality ofqn, by constructing aq ∈ Qn for

which all sources inSn−1 simultaneously have prices less thanqn.

111



If Sn = ∅ then there would exist a set of price vectors,q(1), q(2), · · · ∈ Qn,

such that for each source whose price was not already defined,s ∈ Sn−1 6= ∅,
there exists aniwith q(i)s < qn. (Note that this is a strict inequality; by definition,

qs ≤ qn for all q ∈ Qn.) Let the corresponding rate vectors bex(i) = D(q(i)); for

all s ∈ Sn−1, there is ani with x(i)s > Ds(q
n) sinceDs is decreasing. We will

now rearrange rate among these sources, which corresponds to taking a convex

combination of the rate vectors. Any convex combination ofx(i) is feasible in

Pn becauseD(Qn−1) is convex by hypothesis. Consider a convex combination

x =
∑

i βix(i), with none of theβi zero. Now, for every components ∈ Sn−1

we havexs > Ds(q
n). The strict monotonicity ofDs impliesD−1

s (xs) < qn.

This contradicts the minimality ofqn, and establishes thatSn is well defined and

non-empty.

To see thatD(Qn) is convex and compact, note first that the componentss ∈
S \ Sn are fixed for allx ∈ D(Qn). Also the vectorx′ consisting of components

s ∈ Sn of x, satisfies an inequality of the formR′x′ ≤ c′, whereR′ consists of

columnss ∈ Sn of R, andc′ is the vector of link capacities reduced by the rates

of sources not inSn. Finally, sinceQn is a continuous image of the compact set

D(Qn), it is also compact.

This establishes that the problemsPn are well defined. They have a unique

solution, q∗, since allq ∈ Qn have a unique value forqs for each component

s ∈ S \ Sn, and the algorithm continues untilSn = ∅. To see that this solution

is the min-max fair price vector, consider aq′ ∈ Q0 with q′s < q∗s . We must show

thatq′s′ > q∗s′ for someq∗s′ ≥ q∗s . Let n be such thats ∈ Sn. Now q′ 6∈ Qn. Let

m ≤ n be the smallest value such thatq′ 6∈ Qm. Thenq′ must have a component

q′s′ > qm for somes′ ∈ Sm. Howeverq∗s′ = qm ≥ qn = q∗s . �
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Appendix E

Convergence of the congestion

measureρ

This proof is taken from [AHLW04], developed by L. Andrew.

The congestion measureρ need not be unique for a givenα, and hence need

not converge asα → ∞. As a simple example, consider a single flow travers-

ing two identical links. Then (2.24) requires thatρ1(α)α + ρ2(α)α = f(α) for

some functionf . One solution hasρ1(α) = 0 for all α, with ρ2(α) → qs 6= 0

by (2.25). Another valid solution has the prices reversed. Clearly a third valid

solution has the Lagrange multipliers alternating between 0 and(f(α))1/α, and

never converging.

In the above case, convergence can be assured by settingρ1 = ρ2, giving a

unique solution. However, with suitably pathological demand functions, more

complicated anomalies can arise.

To avoid these complications, only a simple special case will be considered.

Theorem E.1 Consider a network in which all flows have at most one WMMF

bottleneck link. Letσn denote thenth lowest price in the WMMF source price

vectorq∗, with ties treated as a single flow so that0 = σ0 < σ1 < · · · < σk with

strict inequality. LetUn denote the set of links withψl = σn, whereψl is defined
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in (2.26). Then for all links,l ∈ Un, ρl(α) → ψl asα→∞.

Note that the hypothesis is in terms of the WMMF bottlenecks, rather than the

limiting case of the optimization, to avoid circular logic.

Proof: The proof is by induction onn.

Base case:All links l ∈ U0 are underutilized in the WMMF case, since the

condition (1.7) requiresψl 6= 0 for any fully utilized link, l. By the continuity of

Ds, all links l ∈ U0 are also underutilized for all sufficiently largeα. Substituting

(2.17) into (2.21) shows they must haveρl(α) = 0 for all sufficiently largeα,

giving ρl(α) → 0 = σ0.

Inductive step: Assume that the theorem holds for all values up ton, and

consider a linkl ∈ Un+1. By the definition ofUn+1, there must be a flows using

link l with q∗s = ψn+1. By characterization 6 of Theorem 2.2,qs(α) → q∗s = ψn+1.

But the limit in (2.25) is the∞-norm, and all components ofρs(α) other than link

l converge to values less thanσn+1. Thusρl(α) → ψn+1 asα→∞.

�
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Appendix F

Weighted max-min fair flow control

The following 12 pages contain the paper [AHLW04] as submitted to IEEE In-

focom on 06 July, 2004. Note that the interpretation of equation (18), stated in

Theorem 3, has been revised in Section 2.3.4 of this thesis.
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Weighted max-min fair flow control
Lachlan L. H. Andrew∗, Dominik M. Heim∗,†, Steven H. Low‡, Bartek P. Wydrowski‡

∗ARC Special Research Centre for Ultra-Broadband Information Networks, University of Melbourne
and National ICT Australia, Victoria node

†Departments of Electrical Engineering and of Business Sciences, Dresden University of Technology
‡CS and EE, California Institute of Technology

Abstract— Weighted max-min fairness generalizes max-
min fairness by attributing a “demand function” to each
user and adapting the resource allocation to match the
demand. The contributions of this paper are two-fold.
The first is to summarize many existing characterizations
of max-min fairness in the context of flow control and
generalize them to the case of weighted max-min fairness.
Notable among these is the result by Mo and Walrand that
max-min fairness is approached by Kelly’s pricing based
flow control in a suitable limiting regime.

The second contribution is a new characterization of
weighted max-min fairness whose simple max-min ana-
logue was not previously known. This characterization
formulates (weighted) max-min fairness as the limit of a
simple optimization problem. This approach shows that a
necessary condition to achieve (weighted) max-min fairness
using scalar feedback is that each source takes feedback
only from the most congested link along its path.

Index Terms— Flow control, Economics, Mathematical
programming/optimization.

I. I NTRODUCTION

Max-min fairness (MMF) has been a dominant rate
allocation goal in flow control research since 1981 [1],
[2]. Despite the subsequent emergence of other alloca-
tion goals, like general social welfare maximization and
proportional fairness, it remains a major allocation goal.

However, MMF does not address the diverse rate
requirements of different applications. Being limited to
the case of identical users, simple MMF is not an
effective fairness measure for rate allocation in today’s
heterogenous environment. Weighted max-min fairness
(WMMF) [3] is a generalization of classical MMF that
remedies this drawback. This paper investigates proper-
ties of WMMF flow control.

Fair resource allocation is best described using ter-
minology from economics. Two important concepts are
utility functions and demand functions. A utility function
U maps the amount of bandwidth a user consumes to
a satisfaction level. A demand function,D = (U ′)−1,
maps a price per unit bandwidth to a user’s preferred
transmission rate. In the context of flow control, the price

per unit bandwidth is the congestion feedback from the
network, and need not actually be charged to the user.
This price is calculated from the “link prices”, which
reflect the congestion levels at the individual links on
the user’s path. Two common ways for the network
to calculate the (scalar) price per unit bandwidth from
the vector of link prices are to take their sum or their
maximum. We will refer to such networks as “sumnets”
and “maxnets” respectively.

Kelly et al. [4], [5] and Low and Lapsley [6] study
sumnets which achieve the important goal of social wel-
fare maximization when a suitable link price algorithm
is used. Social welfare maximization describes the goal
of sharing resources in a way that the sum of all users’
utilities are maximized.

Kelly et al. [4] show that, when the demand function
for all sources is the reciprocal of the price, social
welfare maximization achieves a type of fairness which
they call proportional fairness.

When the same link price algorithm is used with
a maxnet, the MaxNet algorithm of [7], [8] results.
MaxNet yields MMF for any choice of demand func-
tions, provided that all users use the same function.

Whilst the different pricing schemes such as maxnet
and sumnet affect the fairness regime, given a pricing
scheme, the fairness regime can also be changed by
modifying the source utility functions. When users use
different demand functions, a maxnet achieves WMMF
instead of MMF. Sumnets vary even more dramatically.
Mo and Walrand [9] introduce a class of utility functions
where different goals can be achieved by varying a
parameterα. In particular, proportional fairness can be
achieved forα = 1 and max-min fairness is approached
asα →∞.

However, the premise behind WMMF is that users
have real demand functions, reflecting their actual need
for bandwidth. This restricts the network designer’s
freedom to assign artificial demand functions to enforce
a particular type of fairness. An important contribution of
this paper is to present a new family of demand functions
which allow the approach of [9] to yield WMMF. These
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demand functions are again parameterized byα but also
reflect users’ real demand functions.

The second main result of this paper is to show that
use of the maxnet framework is a requirement of any
flow control scheme in which sources calculate their
WMMF rates from a scalar feedback signal provided by
the network. That is, when each user transmits at the rate
specified by its demand function, a necessary condition
to achieve WMMF is that each source takes feedback
only from the most congested bottleneck link on its
path. This is shown by studying an optimization problem
whose solution is WMMF. By establishing that a maxnet
architecture is a pre-requisite for any WMMF algo-
rithm, we give a theoretical foundation for the MaxNet
algorithm and many other algorithms taking feedback
only from the most congested link, either explicitly or
implicitly. In particular, it is shown that, despite being
posed in the sumnet framework, the demand functions
used in the limiting regime of [9] result in congestion
signals which reflect only the state of the most congested
link.

The remainder of this paper is organized as follows:
Weighted max-min fairness is formally defined in Sec-
tion II. Section III provides a comprehensive description
of different characterizations of WMMF and proves
their equivalence. The first of them are more or less
straightforward extensions of more or less well known
characterizations of MMF. The most important of these
is an extension in Section III-C of [9] to the case of
approximating WMMF in a sumnet.

The characterization in Section III-E is an origi-
nal alternative formulation of the WMMF optimization
problem that is then approached in Section IV using
Lagrange optimization methods. We establish that the
maxnet framework is necessary for achieving WMMF
and discuss extensively its explicit and implicit use in
several (W)MMF algorithms. The discussion includes a
reconciliation of our own findings about WMMF in a
sumnet with this necessary condition.

II. W EIGHTED MAX-MIN FAIRNESS

Consider a network that consists of a setL =
{1, . . . , |L|} of unidirectional links. The vectorc denotes
the capacitycl of all links l ∈ L. The network is shared
by a setS = {1, . . . , |S|} of sources. A path,L(s) ⊆ L,
is the set of links that sources uses. For each link
l, let S(l) = {s ∈ S : l ∈ L(s)} be the set of sources
that use linkl. Let R be the|L| × |S| routing matrix:
Rls = 1 if sources uses linkl and 0 otherwise. Each
source,s, transmits at some ratexs ≥ 0. Link l is
called “underutilized” if

∑
s∈S(l) Ds(qs) < cl and “fully

utilized” otherwise.

To each link,l, the network allocates a price,pl, based
on the network congestion. Links which are underutilized
have pricepl = 0. Each source,s, is communicated
a scalar price,qs, based on the prices of the links in
its path. This is typically either the sum of the link
prices, or their maximum. More complicated functions
can often be approximated by one of these; for example,
if routers are independent drop-tail queues thenqs =
1−

∏
l∈L(s)(1−pl), which is approximately the sum [10].

From qs the source chooses its transmission rate
according to its demand functionxs = Ds(qs). The
demand function is continuous, positive and strictly
decreasing to 0. For technical reasons, we also require∑

s∈S(l)

Ds(0) > cl, ∀l ∈ L. (1)

We denote the rate vector as a function of the price vector
x = D(q).

Definition 1: A rate vectorx is called feasible if

Rx ≤ c and x ≥ 0 (2)

A price vectorq is called feasible if and only if it leads
to a feasible rate vectorx = D(q), with∑

s∈S(l)

Ds(qs) ≤ cl, ∀l ∈ L. (3)

We are now ready to define weighted max-min fair-
ness. LetPs = D−1

s (xs) be the inverse demand function
of users ∈ S. That is,qs = Ps(xs). Note thatPs is a
decreasing function.

Definition 2: A feasible rate allocationx is called
weighted max-min fair with respect to the functionsPs

if, for any user s, any increase inxs would require
a decrease inxs′ , the rate of a user,s′, satisfying
Ps′(xs′) ≥ Ps(xs) in order to remain feasible. This
reduces to simple max-min fairness whenPs = Ps′ for
all s, s′.

This definition, like that of [11], generalizes a common
notion [12], [13], also called weighted max-min fairness.
The definition in [12], [13] assigns each flow,s, a scalar
weight, ws, and assigns to flows the aggregate rate
which would be allocated tows flows. This is a special
case of Definition 2 withDs(qs) = wsD̃(qs) for all
s, whereD̃ is an arbitrary demand function. The extra
flexibility of definition2 reflects the different degrees
of elasticity of different applications; for example, a
file transfer application may be delay tolerant and able
to slow down with network congestion, a behaviour
captured by a smooth sloped demand function, whilst
a video application may have a flatter demand function
which presents a high transmission rate regardless of
congestion.
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Since Definition 2 is given in terms of minimizing the
maximum price paid by each source, we will say that
the corresponding price vector,q, is min-max price fair.
This will be denotedq∗.

III. C HARACTERIZATIONS

We now present different characterizations of WMMF
and prove subsequently that they are equivalent.

A. Min-max price fairness and lexicographic optimality

As stated in the previous section, WMMF can be de-
fined as min-max price fairness. Min-max price fairness
is an example of lexicographic optimality. We will first
show how max-min rate fairness fits into this framework
and then extend the idea to min-max price fairness.

Definition 3: The decreasing permutationv↓ of any
vector v is defined to be a rearranged vector fromv
such that the components ofv are arranged in a non-
increasing order:v↓k ≥ v↓k+1 for all k. Similarly, the
increasing permutationv↑ is such thatv↑k ≤ v↑k+1.

Definition 4: Given two vectorsv and v′, v is said to
be lexicographically less thanv′ if for all vi ≥ v′i there
exists ak < i such thatvk < v′k. If all elements ofv
andv′ are equal,v is said to be lexicographically equal
to v′.

It is well known [11,14–16] that the max-min fair
rate vector is the feasible vector,x, for which x↑ is
lexicographically maximum. This is also called leximin
optimality [17].

It is not possible to determine whether a rate vector,
x, is weighted max-min fair without simultaneously
referring to the demand functions,Ds, to determine the
weighting. However, an analogous lexicographic charac-
terization is possible using the price vector,q, without
explicit reference to the demand functions, as follows.

Lemma 1: A feasible price vectorq∗ is min-max fair
if and only if for any feasible price vectorq′, q∗↓ is
lexicographically less than or equal toq′↓.

Note that the definition of lexicographic order in
[11,14–16] is defined directly in terms of the permuted
vectors; we use the more generic definition [18].

B. The bottleneck criterion

The bottleneck criterion is widely used in studying
MMF and we adapt it for the case of WMMF.

Definition 5: Given any feasible price vectorq, link
l is called a bottleneck link for a sources ∈ S(l) with
respect toq, if

∑
s∈S(l) Ds(qs) = cl and qs ≤ qs′ for all

s′ ∈ S(l).
Using this definition we give a short intuitive de-

scription of weighted max-min fairness along the lines

of [19] which will also help to understand the reasoning
in Sections III-D and III-E. Consider an algorithm that
starts with a price ofq = ∞ for all sourcess and
decrementsq until the first link(s) become fully utilized,
so for these links

∑
s∈S(l) D(qs) = cl. We denote this set

of fully utilized links byL1 and we refer tol ∈ L1 as the
‘most congested link(s)’. Note that they are bottleneck
links for all sourcess using them. At the next step the
prices of all sources not using any fully utilized link are
decremented equally until one or more new links become
fully utilized. The newly fully utilized linksl ∈ L2 serve
as bottleneck links for those sources that use them but do
not use the previously fully utilized links. This continues
until all sources use at least one fully utilized link, by
equally decrementingq for those sources that do not use
a fully utilized link, with thenth congested link(s) links
l ∈ Ln becoming fully utilized in stepn.

The proof of the following lemma is very closely
related to the one in [19] and is given in Appendix A.

Lemma 2: An allocation is weighted max-min fair
according to Definition 2, if and only if every flow has
at least one bottleneck link according to Definition 5.

C. A limiting case of social optimality

Section IV will show that a network which achieves
WMMF must be a maxnet, where a sources receives
feedback from only the most congested link on its path
(in contrast sumnets, where a source receives feedback
about all link prices on its path). This section shows
how WMMF can be approximated arbitrarily closely by
a sumnet whose users act as if they have a demand
function which is distorted from their true demand
function.

In the sumnet framework of [6], social optimality is
achieved. Social optimality is best understood in terms
of utility functions rather than the resulting demand
functions, and so a brief description of their relationship
is in order. Fundamental to social optimality is the idea
that users gains a well defined utility,Us(xs), from
transmitting at ratexs. However, transmitting at this rate
incurs a cost ofqsxs. The user thus selects a rate which
maximizes the net benefit:

max
xs

(Us(xs)− qsxs) . (4)

Equating the derivative of (4) to 0 yieldsxs =
(U ′

s)
−1(qs) = Ds(qs). Social optimality then consists of

maximizing the aggregate utility
∑

s∈S Us(xs) subject to
the constraintRx ≤ c.

The following class of utility functions is proposed
in [9] within this framework

Us(xs, α) =
{

log xs if α = 1
(1− α)−1x1−α

s otherwise,
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for α ≤ 0. By varyingα, different allocation policies can
be achieved: maximum throughput (α = 0), proportional
fairness (α = 1) and an arbitrarily close approximation
of MMF (α → ∞). Because of this property, the
framework was found useful in [20] to study the tradeoff
between efficiency and fairness.

We now generalize this concept to include WMMF
as well. Define a family of distorted demand functions
Dα(z) := D(z1/α). We will show that a sumnet in
which all demand functions are distorted toDα,s(qs) =
Ds(q

1/α
s ), the equilibrium approaches weighted max-

min fairness for the true demand functions,Ds, when
α →∞.

Theorem 1: Consider demand functionsDs, s ∈ S,
and their corresponding price functions,Ps = D−1

s .
Define utility functions as

Uα,s(xs) =
∫ xs

0
(Ps(ξ))α dξ.

The solution to

max
x

g =
∑

s

Uα,s(xs), (5)

subject to (2), approaches the weighted max-min fair rate
vector asα →∞.
The proof is a straightforward generalization of that
of [9], and is given in Appendix B.

In the limit as α → ∞, the source prices,
(Dα,s)−1(xs), go to0, 1 or∞, if the max-min prices,q∗s ,
are less than, equal to or greater than 1, respectively. In
particular,limα→∞ Dα,s(qs) = 1 for any givenqs 6= 0.

Note that the achieved WMMF property is due to
the users being forced to distort their true demand
functions to allow the system to achieve another fairness
regime. A serious problem with approximating WMMF
in this way in a network charging users read money
for bandwidth would be enforcement. Price motivates
the user to maximize their net benefit (4) and creates
incentive to use its true utility function, not the distorted
one.

We will show in the discussion of Section IV how
WMMF due to pricing regime and WMMF due to
distorting demand functions are related to each other.

D. Hierarchy of optimization problems

Along the lines of [11] we formulate a hierarchy of
optimization problemsPn that results in min-max price
fairness. The algorithm described in Section III-B will
help to understand this approach, as the two ideas are
similar in assigning source prices step by step. Note that
the nature of the optimization problem encourages the
use of greedy algorithms.

Let Q0 be the set of source pricesq that lead to feasi-
ble rate vectors. Our hierarchy of optimization problems
minimizes the biggest source prices inQ0, and then
minimizes the second biggest price over all prices that
solve the first problem, and so on.

Let Sn ⊆ S be the set of sources whose price is
optimized in stepn and Qn ⊆ Q0 be the set of price
vectors which solve thenth optimization problem. Let
S0 = ∅. The sets(S0, Q0) define the first problemP1,
whose solution is described by the sets(S1, Q1). These
sets in turn define the second problemP2, and so on.
Denote the set of sources whose prices have not yet been
determined as

Sn := S \
⋃

m≤n

Sm

where\ denotes set exclusion.
Given sets(S0, Q0), . . . , (Sn−1, Qn−1), if Sn−1 = ∅,

then we stop. Otherwise, we define problemPn and its
solutionSn, Qn, n ≥ 1, as follows:

Pn : min
q∈Qn−1

max
s∈Sn−1

(qs) (6)

So in each stepn the nth largest components of
the price vector are assigned their minimal value, the
corresponding sourcess ∈ Sn are optimized and the
cycle continues untilSn = ∅.

Lemma 3: The problemsPn are well defined. The
unique solution to the hierarchy of problems is the min-
max fair price vector.

This lemma is proved in Appendix C.

E. Flow rates minimize the limitingα-norm

We now introduce another characterization of
weighted max-min fairness which, to the best of our
knowledge, has not been documented before. This much
more concise optimization problem is equivalent to the
hierarchy ofPn for sufficiently largeα. As we will see
in Section IV its necessary condition is straightforward
to derive and will help us in revealing a fundamental
property of weighted max-min fairness.

The core idea of our approach uses the asymptotic
characteristic of theα-norm ‖q‖α =

(∑
s∈S qα

s

)1/α
of

vectorq. It is well known that forα →∞

lim
α→∞

‖q‖α = q↓1 = max
s∈S

(qs), (7)

whereq↓k is thekth largest component ofq, as defined
in III-A. That is, the∞-norm is determined exclusively
by q↓1. However, for a sufficiently large but finiteα,
although ‖q‖α is dominated byq↓1, it also contains
information on q↓2, q↓3, . . . with decreasing priority.
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Consider two vectorsq and q′. To have‖q‖α < ‖q′‖α,
for all sufficiently largeα, it is necessary thatq↓1 ≤
q′↓1, and this is sufficient if the inequality is strict. If
q↓1 = q′↓1, then it is also necessary thatq↓2 ≤ q′↓2

which then is sufficient if the inequality is strict, but in
case of equality leads to a new condition, and so on. This
procedure is a lexicographic optimization and leads us
to the following lemma, which is proved in Appendix D.

Lemma 4: For a pair of vectorsq, q′ ∈ (<+)n, q↓ is
lexicographically less thanq′↓ if and only if there exists
an α0 > 0 such that, for allα > α0, ‖q‖α < ‖q′‖α.

Consider nowq(α), defined as the solution of the
optimization problem

min
q(α)

‖q(α)‖α (8)

subject to
∑

s∈S(l)

Ds(qs(α)) ≤ cl, l ∈ L. (9)

For integersα → ∞, q(α)↓ converges to the lexico-
graphically smallest vector which is a permutation of a
vector satisfying (9). (To see that, note that the feasible
region is compact, and every convergent subsequence of
the sequenceq(a)↓ must converge to the lexicographi-
cally smallestq↓ by Lemma 4.)

F. Theorem and Discussion

These results may be summarized as follows.
Theorem 2: The following statements for a vector of

source pricesq are equivalent:

1) q is the min-max fair price vector,q∗, and leads
to a weighted max-min fair rate vector.

2) q↓ is the lexicographically minimal feasible price
vector.

3) every source has a bottleneck with respect toD(q).
4) x = D(q) is the limiting solution forα →∞ of the

optimization problemmaxx
∑

s

∫
(D−1

s (xs))α dxs

subject to (2).
5) q is the limiting solution to the hierarchy of opti-

mization problemsPn : minq∈Qn−1 maxs∈Sn−1
(qs)

with Q0 being the set of feasible price vectors.
6) q is the limiting solution to the optimization prob-

lem min ‖q‖α subject to (9) asα →∞.

Proof: The equivalence of characterizations 1) and
2) is established by Lemma 1, of 1) and 3) by Lemma 2,
of 1) and 4) by Theorem 1, of 1) and 5) by Lemma 3
and of 2) and 6) by the discussion following Lemma 4.

This theorem provides a comprehensive framework to
discuss general WMMF and its well known special case
MMF. It includes the roots of MMF in characterizations
1), 2) and 3), as well as a fundamental formulation

of WMMF as a hierarchy of optimization problems
5). We furthermore introduced a much more concise
WMMF optimization problem 6). The MMF form of
Characterization 4) was introduced by [9] in the context
of a sumnet framework to optimize flow control, where
different optimization goals can be achieved by varying
the users’ demand functions. We extended it to WMMF
and in Section IV-C we will relate this characterization
to our findings of the next section.

IV. FEEDBACK MUST BE THE MAXIMUM

Although the previous section mostly involved con-
cepts that lend themselves to letting the sources receive
scalar feedback from the network, this was not a strict
condition, as the idea of WMMF applies more generally.
This section focuses on the case where each sender does
receive only scalar feedback describing the state of con-
gestion in the network. Note that this framework includes
both Kelly’s primal and dual formulations [4], and Low’s
framework [6], [10]. The feedback signal may be delay,
loss probability, or an explicit signal like for example
ECN. Also explicit rate advertisement is covered by this
framework, however note that we will show in Section V
for practical reasons it is disadvantageous for achieving
WMMF.

We want to show that, in order to achieve (weighted)
max-min fairness, any algorithm in this wide class must
receive feedback which depends only on the state of
the most congested link. We will call this the maxnet
principle. It is implemented directly in [7], [8] where
the MaxNet algorithm defines each source’s priceqs as
the maximum link price on its pathqs = maxl∈L(s)(pl).
However, the principle is much older and has been used
since 1981 in a wide range of max-min fair systems
using scalar feedback.

Although the wide use of the maxnet principle in the
past was often motivated by the bottleneck property of
max-min fairness (see III-B), we will present a different
foundation for this approach by deriving it as the nec-
essary condition for solving weighted max-min fairness
as an optimization problem. We do this generally for the
case where each senders follows its own continuous
strictly decreasing demand functionxs = Ds(qs). In the
limited case of max-min fairness, the functionsDs are
equal for alls ∈ S.

Note that in our optimization problem we take the
users’ demand functions as given. This is not the case
in [6]. There a sumnet is assumed and the demand func-
tion are the necessary condition to solve the optimization
problem. If demand functions,Ds, were given in [6], we
could derive the sumnet principleqs =

∑
l∈L(s)(pl) as a

necessary condition.
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A. WMMF optimization using Lagrange multipliers

We now approach the WMMF optimization problem
using methods of Lagrange multiplier theory [21, Section
3.3]. We start with the optimization problem (8) subject
to (9), which we showed in Lemma 4 has a limiting
solution which is WMMF.

In order to simplify the later transformation of the
Lagrangian function, we now slightly reformulate our
optimization problem.

The objective (8) can be written as

min
q

(
∑
s∈S

(qα
s ))1/α. (10)

As (·)1/α is monotonic increasing, this is equivalent to

min
q

∑
s∈S

(qα
s ), (11)

which yields our reformulated optimization problem,
usingxs = Dα,s(qα

s )

Pα : min
x

∑
s∈S

D−1
α,s(xs) (12)

subject to (2).

As Pα is equivalent to the optimization problem (8)
subject to (9), the limiting solution, asα → ∞, of Pα

is weighted max-min fair.
We first derive the Lagrangian function ofPα and then

transform it to get an expression that is separable inxs.
We use Lagrange multipliersλl. Defineρl(α) = (λl)1/α.
As α →∞, theλl(α) will tend to 0, 1 or∞, but we will
later show thatρl(α) remain finite and non-degenerate.

The Lagrangian function is

L(x, λ) =
∑
s∈S

D−1
α,s(xs)+

∑
l

λl

 ∑
s∈S(l)

xs − cl

 (13)

giving

Lα(x, ρ)

=
∑
s∈S

D−1
α,s(xs) + xs

∑
l∈L(s)

(ρl(α))α

−
∑

l

(ρl(α))αcl

=
∑
s∈S

(
D−1

α,s(xs) + xs ‖ρs(α)‖α
α

)
−

∑
l

(ρl(α))αcl (14)

whereρs(α) := (ρl(α), l ∈ L(s)) is the vector of allρl

on the path of flows. Note that the dimension ofρs(α)
is the number of links used by sources.

B. Necessary condition

Following the textbook approach for Lagrange opti-
mization, the first-order necessary optimality conditions
(Karush-Kuhn-Tucker Conditions) imply [21]

∇xLα(x, ρ) = 0 (15)

∇ρLα(x, ρ) = 0. (16)

These optimality conditions give a system of equa-
tions where those equations from (16) simply give the
constraints (2) of our optimization problemPα (12).
Deriving condition (15) will give us the following major
result of this paper.

Theorem 3: Consider a congestion control algorithm
using only scalar (i.e. aggregate) feedback to the sources.
In order for sources to calculate its WMMF rate, it is
necessary that the aggregate feedback,qs, depends solely
on the most congested link on the source’s path.

Proof: The proof uses the necessary condition (15)
of the WMMF optimization problemPα.

As the Lagrangian (14) is separable inxs, we can
solve the optimization problem of each sources sep-
arately. We then convert the equation in several steps
to the point, where we can take the limit forα → ∞.
Combining (14) and (15),

d

dxs
(D−1

α,s(xs) + xs ‖ρs(α)‖α
α) = 0

giving

‖ρs(α)‖α
α =

−1
D′

α,s(qα
s )

(17)

= − αqα−1
s

D′
s(qs)

.

Raising both sides to the power1/α, noting thatD′ < 0,
and making explicit that the equilibrium values ofqs

depend onα gives

‖ρs(α)‖α =
α1/α[qs(α)]1−1/α

[−D′
s(qs(α))]1/α

.

Taking the limit gives

lim
α→∞

‖ρs(α)‖α =
lim

α→∞
α1/α lim

α→∞
[qs(α)]1−1/α

limα→∞[−D′
s(qs(α))]1/α

Now α1/α → 1 asα →∞ (by taking logs and applying
l’H ôpital’s rule), and[qs(α)]1−1/α → qs sinceqs(α) →
qs = q∗s by hypothesis. The continuity ofD′

s further
implies [−D′

s(qs(α))]1/α → 1. Thus

qs = lim
α→∞

‖ρs(α)‖α. (18)

This establishes the limit of the norm ofρs(α).



7

Under a technical assumption, theρl(α) converge to

p̃l =
{

mins∈S(l) q∗s if link l is fully utilized
0 otherwise,

(19)

as shown in Theorem 5, Appendix E. Then

qs = max
l∈L(s)

(p̃l). (20)

This shows that, within the framework considered, a
necessary condition in order to achieve WMMF is that
each source takes feedback from only the most congested
bottleneck link on its path, regardless of the congestion
at other links.

C. Discussion

With Theorem 3 we deliver a theoretic foundation
for the maxnet principle which can be found in many
algorithms achieving (W)MMF. When the idea of max-
min fairness was first introduced in 1981 independently
by [1] and [2] in the form of bottleneck flow control, both
introduced a distributed algorithm where each source’s
sending rate is equal to the smallest allowed sending rate
of the links on its path. The maxnet principle is also
applied in [22–25] to algorithms using advertised rates.

Although many schemes make explicit use of feed-
back from the most congested link to achieve max-
min fairness, others appear to have alternative means of
achieving fairness. We will now take a closer look at
some systems where the mechanism is not as obvious.
Note in particular that the feedback to sources need
not beqs, but must be a quantity from whichqs can be
determined.

Priority service has been shown to be able to achieve
WMMF in equilibrium without explicit price feedback
from the network [3]. Consider a network which supports
a continuum of priorities, where traffic is served at each
node according to a strict priority rule, and sources is
charged a fixed priceu per unit bandwidth for submitting
traffic with priority u. If each source optimally selects
how much traffic to send at each priority, according to
its own demand function, then WMMF is achieved. In
this scenario, the feedback from the network is implicit
in the loss rate experienced by each priority. Users can
determine their loss probabilities, either by measurement
or explicit feedback. In the fluid limit, for each link
l there exists a pricêul such that the overall success
probability is 1 for all flows with priorityu > ûl and
0 if u < ûl. This differs from normal link loss rates,
which are small and essentially add along a path [10].
Instead, here the path loss probability is the maximum
of the link loss probabilities: a flows will get 100% loss

for priority us < maxl∈L(s) ûl and 0% loss for anyus >
maxl∈L(s) ûl. It follows that every flows will choose
its priority u to be equal to the highest̂ul on its path.
(Note that [3, p.740] should saŷur = maxk=1,...,Kr

ûlr,k

instead ofmin.)
A related approach to achieving (unweighted) max-

min fairness is to use simple round robin scheduling at
each node [26]. In its simplest form, with fast fixed-rate
sources and finite buffers, round robin need not use any
feedback in order to achieve MMF throughput; excess
traffic from any source will simply be lost. However,
in this form only the throughputs, and not the source
rates, are adjusted to the MMF rates. This scheme thus
falls outside the class considered in Theorem 3. If, as
in [26], window flow control is used in order to prevent
excessive queues at the nodes, then the price signal,qs,
fed back to sources is the reciprocal of the rate of
acknowledgements. This rate will be determined by the
rate at which packets are served at the bottleneck link.
The corresponding demand function is̃D(qs) = 1/qs,
since one packet is sent for each acknowledgement.

Perhaps the most interesting scheme which appears
to achieve MMF while summing up feedback from all
links on the path is that of [9], which was generalized to
WMMF in Section III-C. Although, for all finiteα, the
feedback depends on all links which the flow uses, this
is no longer the case in the limit asα →∞, the regime
in which (W)MMF is approached. To see that, note that
the demand functions used in Section III-C are precisely
those used to prove Theorem 3. Each source transmits
at rateDs( α

√
qs(α)). But

max
l∈L(s)

α
√

pl(α) ≤ α
√

qs(α) ≡ α

√∑
l∈L(s)

pl(α)

≤ α
√
|L(s)| max

l∈L(s)

α
√

pl(α)

Since the coefficient of the final expression tends to 1
asα →∞, the sandwich rule says that, in the limit, the
feedback approaches that due to the most bottlenecked
link. Note that, combined with Theorem 1, this implies
α
√

pl(α) → p̃l asα →∞, wherep̃l is defined in (19).
Our framework of scalar feedback describing the state

of congestion in the network does not include XCP [27],
as the feedback in that system is thechangein congestion
status, rather than the congestion status itself. However,
note that XCP also approximates max-min fairness by
sending feedback only from the most congested link.

Another way to achieve MMF which falls outside
of the framework here is that of Low and Lapsley [6,
Theorem 4]. They pointed out that, for a given network,
demand functions can be tailored to achieve a wide range
of possible rates, including MMF, when the price fed
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back to a source is the sum of link prices. However, the
sources cannot be considered to be “calculating” their
WMMF rates, since a change elsewhere in the network
would require some demand functions to be adjusted
manually to establish the new MMF operating point.

The condition of Theorem 3 is necessary but not
sufficient. In particular, it is possible to price links in
such a way that they all work below 100% utiliza-
tion [28]. This makes it impossible to satisfy the bot-
tleneck criterion (Subsection III-B) which is necessary
for WMMF. However, the sufficiency of the bottleneck
criterion establishes that the condition of Theorem 3 be-
comes sufficient, when supplemented by the requirement
of 100% utilization, as follows.

Theorem 4: Consider a pricing-based flow control
algorithm satisfying (1) which converges to a feasible
equilibrium of rates and prices,(x, p), such that

xs = Ds(f( max
l∈L(s)

pl)) (21)

pl > 0 ⇒
∑

s∈S(l)

xs = cl, (22)

wheref is a strictly increasing function withf(0) = 0,
common to all sources. Thenx is WMMF.

Proof: It suffices to show that each flow has a
bottleneck according to Definition 5. In equilibrium, each
flow has a non-zero price by (1), whencepl 6= 0 for
somel ∈ L(s). By (22),

∑
s∈S(l) xs = cl. For any other

flow s′ ∈ S(l), the monotonicity off implies thatqs′ =
f(maxl′∈L(s′) pl′) ≥ f(pl) = qs.

V. COMPARISON OFWMMF ALGORITHMS

With the wide range of algorithms available for
achieving (W)MMF, it is informative to look at some
pros and cons of each. The first thing to note is that
flow control is a dynamic process, and simply having a
good equilibrium does not guarantee that an algorithm
is suitable. The dynamics of several algorithms for
achieving simple MMF will now be discussed.

Consider first the limiting regime of [9], the approach
on which we based Theorem 1. Although the equilibrium
converges to the MMF equilibrium, the convergence
speed of the algorithm degrades for largeα. In particular,
the convergence speed is governed by the gradient of the
demand function [29]:

d

dqs
Ds( α

√
qs) = D′

s( α
√

qs)
q
(1−α)/α
s

α
.

As α →∞, this tends to zero for allqs, indicating that
the system will slow down to a stop. This is because the
link prices,qα

s , can become unbounded for largeα, and

with a finite adaptation rate, it takes increasingly long for
them to reach their equilibrium values. Put another way,
if x(t, α) is the price vector after the flow control has
been running for timet, then limα→∞ limt→∞ x(t, α)
is MMF, but limt→∞ limα→∞ x(t, α) = x̂ will be such
that x̂s = Ds(1) or x̂s = Ds(0) for all s, which is not in
general MMF. Thus, although the limit of theequilibrium
as α → ∞ is MMF, the limit of the algorithm with
α → ∞ as required for MMF, is not an algorithm that
converges towards MMF over time.

This does not detract from the importance of the
insight provided by [9], but suggests that practical al-
gorithms for achieving (W)MMF should explicitly work
with the maximum of the link prices instead.

A naive implementation of the priority approach [3]
would also lead to undesirable dynamic properties, even
once the system has converged. Flows traversing only
lightly congested links select lower priorities than flows
which share those links but also traverse more congested
links. This will result in an unnecessary imbalance in the
delays between the flows, despite the “fair” sharing of the
bandwidth. Determining the magnitude of these delays is
complicated by the presence of flow control, which inval-
idates results for M/M/1 (or even G/G/1) priority queues.
However, the problem could be avoided in practice by
using the virtual queue concept [28], in which users are
fed back the loss rate whichwould result if the link
had a slightly reduced capacity. This mechanism makes
the equilibrium queue size zero, and hence makes unfair
allocation of the delay a moot point. On the other hand,
if the queueing is eliminated, then it may be unnecessary
to interpret the different prices as “priority classes”. The
actual algorithm would then reduce to simply advertising
to each source the maximum over all links of the price
required to achieve non-zero throughput.

If the algorithms of [3] and [9] are adapted as above
to make them implementable, then they fit clearly into
the maxnet framework. The primary difference between
them and the algorithm called MaxNet [7], [8] is the
link adaptation algorithms. Comparisons of the advan-
tages and disadvantages of the respective link adaptation
algorithms is beyond the scope of this paper.

One attribute that all of the above algorithms share
is that the links do not give feedback in the form
of rates or window sizes, but an abstract measure of
“price”. In the context of MMF, this is mainly to simplify
implementation, since it means that links do not need to
know the number of flows they are carrying. However,
it is more important when implementing WMMF; only
the sources know their own demand functions, and so
there is no decentralised way for the links to prescribe
the rates or window sizes for the individual flows.
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Despite the wide range of theoretical proposals for
MMF flow control, these observations suggest that prac-
tical considerations may require the use of the basic
framework of explicitly feeding back the (abstract) price
of the most congested link on each user’s path. The main
choice open to the designer is which link-price update
rule to use.

VI. CONCLUSION

We have provided a comprehensive framework for
WMMF. Notably we extended an approach of [9], where
now an arbitrarily close approximation of WMMF is
achieved in a sumnet architecture, by distorting users’
demand functions in a certain way. In addition, we have
introduced a new concise formulation of the WMMF
optimization problem. By approaching this optimization
problem using methods from Lagrange multiplier theory,
we established the maxnet principle as a necessary
condition in order to achieve WMMF.

We were able to point out the explicit or implicit use
of the maxnet principle in many algorithms achieving
(W)MMF. This is not surprising as the early established
bottleneck criterion implicitly suggests the use of the
maxnet principle. Therefore our main contribution lies
in establishing that the maxnet principle is not just one
way, but the only way to achieve WMMF.

As this necessary condition denies the possibility
to achieve WMMF in a sumnet, we reconciled both
approaches by showing that the way of distorting the
demand functions leads to an effect where the sources
take feedback only from the links with the highest
price on their path. As the underlying mechanism allows
the link prices to become unbounded for largeα we
furthermore showed problems when implementing this
approach in a practical system.

Our comparison of different WMMF algorithms sug-
gests that practical considerations support the use of the
basic framework of explicitly feeding back the (abstract)
price of the most congested link on each user’s path.
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APPENDIX

A. Proof of Lemma 2

Lemma 2: An allocation is weighted max-min fair
according to Definition 2, if and only if every flow has
a bottleneck link according to Definition 5.

Proof: Consider a min-max fair price vectorq. To
arrive at a contradiction, assume there exists a flows
that has no bottleneck link.

Then at each fully utilized linkl on the path of
s there must exist a user, sayu(l), sharing this link
such thatqs > qu(l). Since the demand functions are
continuous and invertible, at each of these links there
exists a quantityε(l) by whichqs can be decreased while
maintaining feasibility and only increasing the price of
flow u(l).

At each underutilized linkl on the path ofs there
exists a quantityε(l) by whichqs can be decreased while
maintaining feasibility without increasing the price of
any other flow.

Therefore it is possible to decreaseqs by a value
minl∈L(s) ε(l) and maintain feasibility by only increasing
the prices of flowsu(l). As qu(l) < qs this contradicts
the min-max fairness property ofq.

Conversely, assume that each sources has a bottleneck
link with respect toq. Then to decrease the price of any
sources while maintaining feasibility, we must increase
the price of some sessions′ crossing the bottleneck link
l of s. Sinceqs ≤ qs′ , by Definition 2 the price vectorq
satisfies the requirement for min-max price fairness.

B. Proof of Theorem 1

Theorem 1: Consider demand functionsDs, s ∈ S,
and their corresponding price functions,Ps = D−1

s .
Define utility functions as

Uα,s(xs) =
∫ xs

0
(Ps(ξ))α dξ.

The solution to

max
x

g =
∑

i

Uα,s(xs), (23)

subject to (2), approaches the weighted max-min fair rate
vector for the triple(P,R, c) asα →∞.

Proof: Let xα be the solution to (5) with utility
functionsUα,s. It is sufficient to show that, for anyβ,
any convergent subsequence of the sequencexα, α =
β, 2β, 3β, . . . , converges to the unique weighted max-
min fair vector.

For an arbitraryβ, let x̄ be the limit of some conver-
gent subsequence ofxα, relabelledxn, n = 1, 2, . . . , and
let Un

s be the corresponding utility functions. In order to
derive a contradiction, assume thatx̄ is not the weighted
max-min fair vector. Then there exists a user,s, whose
price, Ps(x̄s), can be decreased by increasing only the
prices of other users,s′, with Ps′(x̄s′) > Ps(x̄s). Let
L1(s) be the set of bottleneck links used by users,
andL0(s) be the set of the other links used by users.
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(Note thatL1(s) may contain links which are not the
bottlenecks ofs itself, so L1(s) 6= L1(s).) From the
assumption that̄x is not the weighted max-min fair
vector, it follows that, for eachl ∈ L1(i), there exists
a user, sayu(l), whose pricePu(l)(x̄u(l)) is less than
Ps(x̄s).

For eachl ∈ L1(s), define

M(l) =
Ps(x̄s) + Pu(l)(x̄u(l))

2
,

and letM = maxl M(l). Further, define

δ =
1
3

min
[

min
l∈L1(s)

(P−1
s (M(l))− x̄s), (24)

min
l∈L1(s)

(x̄u(l) − P−1
u(l)(M(l))),

min
l∈L0(s)

(cl − (AT x̄)l)
]
.

From the convergence ofxn to x̄, there exists ann0 such
that for all n ≥ n0 and for alls′,

x̄s′ −
δ

N
≤ xn

s′ ≤ x̄s′ +
δ

N
(25)

whereN = |S| is the number of users. Define a sequence
of vectorsyn as follows:

yn
s′ =


xn

s′ + δ if s′ = s
xn

s′ − δ if s′ = u(l) for somel ∈ L1(s)
xn

s′ otherwise.
(26)

By the choice ofδ, yn ≥ 0 andAT yn ≤ c for n ≥ n0.
We now establish a contradiction with the optimality of
xn. Let

An =
∑
s′

(Un
s′(y

n
s′)− Un

s′(x
n
s′)).

For xn to be optimal, it is necessary thatAn ≤ 0.
Substituting fory,

An = Un
s (xn

s + δ)− Un
s (xn

s ) (27)

+
∑

l∈L1(s)

(
Un

u(l)(x
n
u(l) + δ)− Un

u(l)(x
n
u(l))

)
.

By the intermediate value theorem, there exist num-
berscn

s such that

xn
s ≤ cn

s ≤ xn
s + δ

and

Un
s (xn

s + δ)− Un
s (xn

s ) = δ(Un
s )′(cn

s )

= δ(Ps(cn
s ))α(n).

For n ≥ n0, (25) impliescn
s ≤ x̄s+(δ/N)+δ ≤ x̄s+2δ.

By the first term of (24) and the monotonicity ofPs,
Ps(cn

s ) > M .

Similarly, there are numberscn
u(l) such that

xn
u(l) − δ ≤ cn

u(l) ≤ xn
u(l)

and

Un
u(l)(x

n
u(l) − δ)− Un

u(l)(x
n
u(l)) = −δ(Un

u(l))
′(cn

u(l))

= −δ(Pu(l)(c
n
u(l)))

α(n).

Applying (25) givescn
u(l) ≥ xu(l) − 2δ, and the second

term in (24) givesPu(l)(cn
u(l)) < M . Thus R :=

Pu(l)(cn
u(l))/Ps(cn

s ) < 1. Substituting these into (27),

An = δ

(Ps(cn
s ))α(n) −

∑
l∈L1(s)

(Pu(l)(c
n
u(l)))

α(n)


≥ δ

(
(Ps(cn

s ))α(n) − |L1(s)|(Pu(l)(c
n
u(l)))

α(n)
)

= δ(Ps(cn
s ))α(n)

(
1− |L1(s)|Rα(n)

)
,

where|L1(s)| is the cardinality ofL1(s). Since the last
term in the parenthesis tends to 1 asn increases, and
(Ps(cn

s ))α(n) > 0, there is an for which An > 0. This
contradiction implies that the assumption thatx̄ was not
weighted max-min fair was false.

(Note there is a typographical error in the last dis-
played equation in Section III of [9]; the numerator and
denominator of the fraction should be interchanged.)

C. Optimization hierarchy gives WMMF

Lemma 3: The problemsPn are well defined. The
unique solution to the hierarchy of problems is the min-
max fair price vector.

Proof: The fact that allPn are well defined can be
shown by induction with respect ton on the statement
that:Qn is well defined and compact,Sn is well defined
and non-empty forn > 0, and the set of rate vectors,
D(Qn), is convex.

The base case,n = 0, is straightforward. We now
show that if the statement holds forn− 1 then it holds
for n.

The maximization in (6) is well defined since it is
maximization over a finite set. The minimization is well
defined as it is taken over a compact set,Qn−1, and
the objective,maxs∈Sn−1

(qs), is continuous inq. This
establishes thatQn is well defined.

Let qn be the solution toPn. Then Sn = {s ∈ S :
qs = qn ∀q ∈ Qn} is the set of sources whose prices are
fixed atqn in Qn. To show thatSn 6= ∅, it is necessary
to show that it is impossible to get a case, such asQn =
{(qn, 0), (0, qn)}, in which all sources can take a value
other thanqn for someq ∈ Qn. We will show that this
would contradict the minimality ofqn, by constructing
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a q ∈ Qn for which all sources inSn−1 simultaneously
have prices less thanqn.

If Sn = ∅ then there would exist a set of price vectors,
q(1), q(2), · · · ∈ Qn, such that for each source whose
price was not already defined,s ∈ Sn−1 6= ∅, there
exists ani with q(i)s < qn. (Note that this is a strict
inequality; by definition,qs ≤ qn for all q ∈ Qn.)
Let the corresponding rate vectors bex(i) = D(q(i));
for all s ∈ Sn−1, there is ani with x(i)s > Ds(qn)
since Ds is decreasing. We will now rearrange rate
among these sources, which corresponds to taking a
convex combination of the rate vectors. Any convex
combination ofx(i) is feasible inPn becauseD(Qn−1)
is convex by hypothesis. Consider a convex combination
x =

∑
i βix(i), with none of theβi zero. Now, for

every components ∈ Sn−1 we havexs > Ds(qn). The
strict monotonicity ofDs implies D−1

s (xs) < qn. This
contradicts the minimality ofqn, and establishes thatSn

is well defined and non-empty.

To see thatD(Qn) is convex and compact, note first
that the componentss ∈ S \ Sn are fixed for allx ∈
D(Qn). Also the vectorx′ consisting of componentss ∈
Sn of x, satisfies an inequality of the formR′x′ ≤ c′,
whereR′ consists of columnss ∈ Sn of R, andc′ is the
vector of link capacities reduced by the rates of sources
not in Sn. Finally, sinceQn is a continuous image of
the compact setD(Qn), it is also compact.

This establishes that the problemsPn are well defined.
They have a unique solution,q∗, since allq ∈ Qn have
a unique value forqs for each components ∈ S \ Sn,
and the algorithm continues untilSn = ∅. To see that
this solution is the min-max fair price vector, consider
a q′ ∈ Q0 with q′s < q∗s . We must show thatq′s′ > q∗s′
for someq∗s′ ≥ q∗s . Let n be such thats ∈ Sn. Now
q′ 6∈ Qn. Let m ≤ n be the smallest value such that
q′ 6∈ Qm. Thenq′ must have a componentq′s′ > qm for
somes′ ∈ Sm. Howeverq∗s′ = qm ≥ qn = q∗s .

D. Lexicographic ordering and theα-norm

Lemma 4: For a pair of vectorsq ∈ (<+)n andq′ ∈
(<+)n, q↓ is lexicographically less thanq′↓ if and only
if there exists anα0 > 0 such that, for allα > α0,
‖q‖α < ‖q′‖α.

Proof: Note that(·)1/α is monotonic increasing so
that ‖q‖α < ‖q′‖α ⇔ ‖q‖α

α < ‖q′‖α
α.

If q↓ = q′↓ then ‖q‖α = ‖q′‖α for all α > 0 and
the theorem holds. Otherwise selectj such that the first
j − 1 elements ofq↓ andq′↓ are equal, butq↓j 6= q′↓j .

Then

‖q‖α
α − ‖q′‖α

α =
n∑

i=j

(
q↓α

i − q′↓α
i

)
= q↓α

j

1− r′j
α +

n∑
i=j+1

(rα
i − r′i

α)


where ri = (q↓i/q↓j) and r′i = (q′↓i/q↓j). There are
two cases.

If q↓j < q′↓j then q↓ is lexicographically less than
q′↓ and it remains to show that there exists anα0 > 0
such that

‖q‖α
α −

∥∥q′
∥∥α

α
< 0 for all α > α0. (28)

This is the case asr′j > 1, giving (1− r′j
α) → −∞ for

α → ∞, while for all i > j, ri ≤ 1 giving rα
i ≤ 1 for

all α > 1 andr′i > 0 giving r′i
α ≥ 0 for all α > 1. This

establishes that the vectorq↓ being lexicographically less
thanq′↓ implies there exists anα0 > 0 such that, for all
α > α0, ‖q‖α

α < ‖q′‖α
α.

Alternatively, if q↓j > q′↓j thenq↓ is not lexicograph-
ically less than or equal toq′↓ and it remains to show
that there exists anα1 > 0 such that

‖q‖α
α −

∥∥q′
∥∥α

α
≥ 0, for all α > α1. (29)

This is the case asr′j < 1 giving (1 − r′j
α) → 1 for

α →∞, while for all i > j, r′i < 1 giving r′i
α → 0 for

α →∞ andri ≤ 1 giving rα
i ≤ 1 for all α > 1.

This establishes that the vectorq↓ not being lexico-
graphically less than or equal toq′↓ implies that there
does not exist anα0 > 0 such that, for allα > α0,
‖q‖α

α < ‖q′‖α
α.

E. Convergence of the congestion measureρ

The congestion measureρ need not be unique for
a given α, and hence need not converge asα → ∞.
As a simple example, consider a single flow traversing
two identical links. Then (17) requires thatρ1(α)α +
ρ2(α)α = f(α) for some functionf . One solution has
ρ1(α) = 0 for all α, with ρ2(α) → qs 6= 0 by (18).
Another valid solution has the prices reversed. Clearly
a third valid solution has the Lagrange multipliers alter-
nating between 0 and(f(α))1/α, and never converging.

In the above case, convergence can be assured by
settingρ1 = ρ2, giving a unique solution. However, with
suitably pathological demand functions, more compli-
cated anomalies can arise.

To avoid these complications, only a simple special
case will be considered.

Theorem 5: Consider a network in which all flows
have at most one WMMF bottleneck link. Letσn denote
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the nth lowest price in the WMMF source price vector
q∗, with ties treated as a single flow so that0 = σ0 <
σ1 < · · · < σk with strict inequality. LetUn denote the
set of links withp̃l = σn, where p̃l is defined in (19).
Then for all links,l ∈ Un, ρl(α) → p̃l as α →∞.

Note that the hypothesis is in terms of the WMMF
bottlenecks, rather than the limiting case of the opti-
mization, to avoid circular logic. This theorem shows
that link prices in practical algorithms such as MaxNet
have a one to one relationship to the Lagrange multipliers
in WMMF, and like the sumnet algorithm in [6] it
should be possible to interpret the price laws of such
algorithms as a gradient descent algorithm that solves
the corresponding optimization problem.

Proof: The proof is by induction onn.
Base case:All links l ∈ U0 are underutilized in the

WMMF case, since the condition (1) requiresp̃l 6= 0
for any fully utilized link, l. By the continuity ofDs,
all links l ∈ U0 are also underutilized for all sufficiently
largeα. Substituting (13) into (16) shows they must have
ρl(α) = 0 for all sufficiently largeα, giving ρl(α) →
0 = σ0.

Inductive step: Assume that the theorem holds for
all values up ton, and consider a linkl ∈ Un+1. By
the definition ofUn+1, there must be a flows using link
l with q∗s = p̃n+1. By part 6 of Theorem 2,qs(α) →
q∗s = p̃n+1. But the limit in (18) is the∞-norm, and
all components ofρs(α) other thanl converge to values
less thanσn+1. Thusρl(α) → p̃n+1 asα →∞.
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